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A C K N O W L E D G E M E N T S
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Jorge Luis Borges, Otro poema de los dones
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have always been incredibly patient with all the changes of direction
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knowledge on AI to help my research, for asking the di�cult ques-

tions and teaching me how to plan research, even under uncertainty.

Paul, thank you for your unwavering optimism, for your “coaching”,

and for all the advice on how to structure and communicate e�ec-

tively my ideas. This thesis would de�nitely not have happened with-

out the help and support of Joris. Joris, thank you for introducing me

to the fascinating �eld of causality, for your patience to my idiosyn-



crasies, and for teaching me the importance of clear and precise sci-

enti�c communication.

I would like to thank my thesis committee, Wan Fokkink, Lise

Getoor, Tom Heskes, Antti Hyttinen and Johannes Textor, for the

time and e�ort spent reading this thesis and helping me improve it
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I am very lucky to have worked with Alessandro Bozzon, Emanuele

Della Valle, Tom De Nies, Philip Stutz and Tom Claassen. I believe
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had so much fun without you. My PhD would not have been the

same without two great internship in Google Zürich and New York

with inspiring mentors as Selen Basol, Cong Yu and Flip Korn.

During these years the Semantic Web group at the VU has been

like a big colorful family. Rinke, thank you for being a great project

leader and mentor, for encouraging me to be “me” and for remind-

ing me about the satisfaction of well-done job. Albert, gràcies per

l’entusiasme i per estar sempre animant-me, per no parlar de tota

l’ajuda. També m’agradaria agrair a Ingrid, aquesta tesi no hagués es-

tat possible sense ella i espero Google Translate va a fer la seva feina.

Chris and Laurens, thanks for helping me getting used to the Nether-

lands and discovering I am de�nitely not a tennis person. Valentina,

Davide e Jacopo, mi avete fatto sentire quasi a casa, o quantomeno

quasi in Veneto. Archana and Martine, during this years you have of-

ten reminded me of the importance of ideals, from women equality to

the role of science in society. Krystyna, Kathrin and Szymon, for me

you will always be the cool “senior” PhD students, who helped us lost

newbies and organized awesome parties. Astrid, thanks for the con-

sistent kindness, Dena, thanks for deep political discussions that put

smaller problems in perspective, Marat, thanks for your playfulness

and sense of humour. Mojca, hvala za vso pomoč, za vse slaščice in

klepet. Thanks also to Claudio, Armando and Ben for all the evenings

at the Basket and discussions on boxing, systems and relationships.
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Stephan, to Thijs, the most accurate English-Dutch translator I know
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podporo, za vse “čakolade” in za vse “sfoghe”. Irena, hvala za obiske
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1
I N T R O D U C T I O N

Felix, qui potuit rerum cognoscere causas.

Lucky who could understand the causes of things.

Virgil, Georgics II

Causality has been a staple of philosophy and science since the

time in which there was no distinction between these disciplines.

From the Aristotelian four causes to Bertrand Russel’s famous view of

causality as a “relic of a bygone age” [64], countless philosophers, the-

ologists, legislators, clinicians, statisticians and scientists have par-

ticipated in the ongoing debate on what constitutes a cause and how

(often also whether) we can learn causal relations from data. The om-

nipresence of this concept has led leading cognitive scientists to claim

that “the human cognitive system is built to see causation as governing

how events unfold” [66].

This thesis, although technically submitted for the degree of Doc-

tor of Philosophy, does not discuss the philosophical or cognitive as-

pects of causality. Instead, it follows the popular structural causal

model approach pioneered by Pearl [58] and Spirtes et al.[71], which

assumes an interventionist view of causality. Simplifying, under this

interpretation “A causes B” means that if we manipulate, or intervene

upon, A appropriately, then the value of B will change, which allows

us to make predictions about the e�ect of our interventions.

The focus of this thesis is on learning causal relations from di�er-

ent types of data, both observational and experimental, possibly tak-

ing into account the possibility of unmeasured factors and the un-

15
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https://xkcd.com/552/

Figure 1: “Even in the �rst course in statistics, the slogan “Correlation is no

proof of causation!” is imprinted �rmly in the mind of the aspiring

statistician or social scientist. It is possible that he leaves the course

[...] with no very clear ideas to what is proved by correlation, but he

never ceases to be on guard against “spurious” correlation.”, Herbert

Simon, Spurious correlation: A causal interpretation, 1954

certainty that stems from the �niteness of the real data. Speci�cally,

we focus on learning the absence/presence of causal relations, not

their causal strength, which is beyond the scope of this thesis. As

we will show in the rest of the thesis, we can formulate this learning

problem, that we will call causal inference, using logical reasoning

in a concise, compositional and interpretable high-level language for

constraint optimization problems. Moreover, we can incorporate in

this reasoning also methods for estimating the uncertainty in both

the input data and in the predicted causal relations.

1.1 correlation is not causation, but.. .

There are many examples of studies confusing correlation (or more

in general association) with causation. A notorious example of this

mistake was one of the �rst studies on the e�ects of smoking on lung

cancer, as pointed out by Fisher [24]. In that speci�c case, the re-

searchers were right about the causal relation between smoking and

cancer, but their methodology was wrong.

The motto “correlation is not causation” is so well-known that it

inspires comics (see Figure 1), websites tracking funny correlations
1

1
http://www.tylervigen.com/spurious-correlations

https://xkcd.com/552/
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M N

Migraine causes

nausea.

M N

Nausea causes

migraine.

M N

S

A possibly unmeasured factor (e.g.,

stress) causes migraine and nausea.

Figure 2: Example of Reichenbach’s principle: Migraine (M) is associ-

ated with nausea (N), which can be explained following Reichen-

bach’s principle with any of the three possible causal graphs.

and tongue-in-cheek examples in scienti�c journals on the correla-

tion of storks and new-borns [30] or chocolate consumption pro capita

and number of Nobel price winners [54].

Although correlation (or more generally dependence) does not im-

ply causation, it constrains the possible underlying causal models. In

the case of two dependent random variables, e.g., migraine (M) and

nausea (N) in Figure 2, Reichenbach’s principle of common causes [61]

states that either M causes N, N causes M or M and N are joint ef-

fects of a third variable, their common cause
2
. In this case, if the com-

mon cause is not measured, it is an example of a latent confounder.

A natural way to represent causal relations is a directed graph

[58], where nodes are the random variables, while edges represent

direct causal relations. In this thesis, similarly to most related work,

we restrain ourselves to directed acyclic graphs (DAG), which do not

model causal relations that form a cycle, e.g., feedback loops or self-

reinforcing mechanisms. We address this limitation and some possi-

ble future research directions in the Conclusions.

In Figure 2 we show a few examples of possible causal graphs for

the migraine-nausea example. Even in this simple example, in the

general case we cannot identify which graph is the “true” underlying

causal graph without experimental data, i.e. data from experiments

in which we induce migraine or nausea in a population of patients.

Traditionally, the experimental approach to causality is one of the

foundations of the scienti�c method. Unfortunately, as is often the

case, an intervention, i.e. setting the value of a variable, may be un-

ethical, harmful, too expensive or simply unfeasible.

2
This principle implicitly assumes no selection bias, a fourth option.
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M ⊥⊥ FP
M 6⊥⊥ N
FP 6⊥⊥ N

M 6⊥⊥ FP |N

In/dependence

statements.

=⇒

M FP

N

M FP

S

N

M FP

R

N

. . .
Possible causal

graphs.

=⇒

M 699K FP
FP 699KM
N 699K FP
N 699KM

Identi�able

(non)causal

relations.

Figure 3: Small constraint-based causal discovery example: If in our

data, migraine (M), food poisoning (FP) and nausea (N) satisfy the

above in/dependences, then there is a small number of possible

graphs, all of which share a subset of causal relations.

Seminal work like the do-calculus [58] and the PC/FCI algorithms

[71, 76] demonstrated that, under certain assumptions
3
, it is already

possible to obtain substantial causal information by using only ob-

servational data, i.e. observations of an unperturbed system. PC and

FCI [71, 76] are the foremost examples of constraint-based causal dis-

covery, in which the (conditional) in/dependence test results are used

to constrain the possible causal graphs through the correspondence

with a well-known graphical criterion, d-separation [58].

We show an example of how constraint-based causal discovery

works in Figure 3. We add a variable to our migraine-nausea model,

food poisoning (FP). Assuming that the described in/dependence

hold in our data, there are several possible causal graphs that �t the

resulting constraints. We show three possible causal graphs in Fig-

ure 3. In all possible causal graphsN is never a cause of FP (which we

3
The standard assumptions are the Causal Markov assumption, which gener-

alizes the Reichenbach’s principle, and the Faithfulness assumption, discussed in

detail in [71]. When both assumptions are made, independences correspond to d-

separations [58, 71] in the causal graph.
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can represent as N 699K FP) or M, neither M causes FP or viceversa.

The causal relations that are present in all possible causal models are

called identi�able causal relations, while the non-causal relations, like

e.g.,N 699K FP, that are present in all possible causal models are called

identi�able non-causal relations.

This small example illustrates the intuition that more variables in-

duce more constraints, so it becomes more likely to �nd an identi�-

able (non)causal relation. In this case, all of these relations represent

a non-cause, but in bigger examples, e.g., the well-known y-structure

[50] example, we can �nd also identi�able causes.

1.2 context and main research qestion

Causal discovery methods are historically divided into two catego-

ries: constraint-based and score-based methods. While constraint-

based causal discovery methods use statistical independences to ex-

press constraints over possible causal models, score-based methods

typically evaluate models using a penalized likelihood or marginal

likelihood score.

The advantages of constraint-based over score-based methods are

the ability to handle latent confounders (hidden common causes) nat-

urally and no need for parametric modeling assumptions. Moreover,

when these methods are formulated in logic, a further advantage is

an easy integration of complex background knowledge and the pos-

sibility of using only a partial list of input in/dependences.

Three major disadvantages of classic constraint-based methods,

like FCI [71, 76] and CFCI [12], with respect to score-based methods,

e.g., [18], are:

1. vulnerability to errors in statistical independence tests, which

are quite common in real-world applications;

2. a lack of systematic ranking of the causal predictions, e.g., based

on their con�dence;

3. no support for the joint inference from observational and inter-

ventional datasets, i.e., learning jointly the causal graph and in-

tervention targets from the systematic combination of multiple

observational and interventional datasets.
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In recent years, several methods have (partially) addressed each of

these issues, as we will discuss in each of the following subsections.

On the other hand, further improvements may be necessary.

Since constraint-based methods have clear advantages, we try to

mitigate even further their disadvantages by proposing some possible

improvements to each of these issues. Our main research question

therefore is:

• RQ0: How can we improve the accuracy and scalability of causal

discovery in the presence of uncertainty and latent confounders,

taking advantage of all possible background knowledge and av-

ailable datasets?

In the following, we will describe the context for each of the dis-

advantages we previously mentioned, and formulate more detailed

research questions.

1.2.1 Errors in statistical independence tests

Recently, several approaches have been proposed to address vulnera-

bility to errors in statistical independence test results and improve the

reliability of constraint-based methods by exploiting redundancy in

the independence information [9, 75, 33]. Existing approaches have

to choose to sacri�ce either accuracy by using a greedy method [9,

75], or scalability [33] by formulating a discrete optimization prob-

lem on an super-exponentially large search space. Although it can

run only on small examples, the discrete optimization approach has

been shown to be able to actually correct errors in statistical test re-

sults, and thus o�ers a better accuracy in the predictions with respect

to greedy approaches. Therefore, our �rst research question is:

• RQ1: How can we improve the scalability of causal discovery

algorithms formulated as discrete optimization?

1.2.2 Ranking of causal predictions

Score-based methods for causal discovery can estimate the con�dence

of their causal predictions, while most constraint-based causal meth-

ods do not directly provide an ordering. Although there exist some
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simple ways to get a scoring from the output of these methods, e.g.,

using resampling, a more systematic approach is still lacking in liter-

ature, except for limited cases [59]. Speci�cally, we wish to rank pre-

dictions according to their reliability. This is very important for prac-

tical applications, as the low reliability of the predictions of constraint-

based methods has been a major impediment to their wide-spread

usage. Thus, our second research question is:

• RQ2: How can we score causal predictions from a constraint-

based algorithm by approximating their con�dence?

1.2.3 Joint inference from observational and interventional datasets

Recently, there have been several proposals for combining observa-

tional and interventional data to discover causal relations, e.g.,[18, 11,

33, 75, 59, 5, 46], showing that this combination can improve greatly

on the accuracy and identi�ability of using each type of data sep-

arately. An important limitation of most constraint-based methods

that combine di�erent datasets, e.g., [33, 75, 5], is their susceptibility

to deterministic relations, which forces them to learn the causal struc-

ture on each dataset separately and then merge the learned structures.

Some of these methods, e.g., [75], perform these two steps sequen-

tially, applying a greedy procedure to resolve any potential con�ict

from the causal structures learnt in the �rst step. Others, e.g., [33],

combine learning and merging in a single procedure, solving poten-

tial con�icts by formulating an optimization problem.

Instead, we would like to perform joint inference on all available

datasets, so we can systematically pool data across di�erent datasets,

which improves the statistical power of independence tests, and learn

jointly both the causal structure and the targets of the interventions,

which also improves the accuracy of the causal predictions through

the added redundancy. This leads to the following research question:

• RQ3: How can we adapt constraint-based causal discovery meth-

ods to perform joint inference on all available observational and

interventional datasets?
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1.2.4 Distributed convex optimization for probabilistic logic inference

The scalability of causal discovery as a discrete optimization problem

can be improved up to a point, but being able to formulate causal dis-

covery as a convex optimization problem, especially in a distributed

setting, would enable improvements of a much higher order.

One of the goals of the research described in this thesis was to for-

mulate constraint-based causal discovery in Probabilistic Soft Logic

(PSL) [38, 1]. In contrast to other probabilistic logics based on graphi-

cal models, e.g., Markov Logic Networks, for which Maximum a Pos-

teriori (MAP) inference is a discrete optimization problem, PSL is

based on continuous truth values in the interval [0, 1] and Łukasiewicz

operators, which allows for MAP to be formulated as a constrained

convex optimization problem, thus making it much more scalable.

We discuss PSL in more detail in Section 4.1.

Unfortunately, applying PSL to causal discovery proved to be more

challenging than expected. An approach adapting the PC algorithm

for the special case of no latent confounders was presented by Srid-

har and Getoor [72]. Still, several open questions remain, most im-

portantly, the unclear connection between continuous truth values of

PSL and the binary causal predictions provided by constraint-based

algorithms. We therefore leave the this topic as future work and only

outline some possible directions in our concluding chapter.

Instead, we focus on improving distributed PSL inference. The cur-

rent reference implementation of PSL, described in [3, 2, 1], is limited

to running on one machine, which constrains the solvable problem

sizes. In [55], PSL inference is used as a motivation for the devel-

opment of ACO, a distributed vertex programming algorithm for Al-

ternative Direction Method of Multipliers (ADMM) consensus opti-

mization [6]. In this thesis, we explore further improvements to both

ADMM and the conversion from the logical language to the convex

optimization problem. Therefore our last research question is:

• RQ4: How can we improve the performance and scalability of a

logical solver that solves a convex optimization problem by im-

plementing and optimizing distributed algorithms?
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1.3 summary of the chapters and contributions

This thesis can be conceptually divided in two parts: a causal discov-

ery part (Chapters 2-3) and a distributed probabilistic logic solver

part (Chapter 4), re�ecting the four research questions described pre-

viously. We summarise the content and contributions of each chapter

in the following list:

• Chapter 2: We propose an answer to RQ1 by introducing An-

cestral Causal Inference (ACI), a logic-based method that pro-

vides a comparable accuracy to state-of-the-art constraint-ba-

sed methods, but improves on their scalability by using a more

coarse-grained representation of causal information. This rep-

resentation, though still super-exponentially large, drastically

reduces computation time. Moreover, we propose a method to

score predictions according to their con�dence, o�ering a pos-

sible answer to RQ2. This chapter is based on the following

publication:

– S. Magliacane, T. Claassen, J. M. Mooij. Ancestral Causal

Inference. Advances in Neural Information Processing Sys-

tems 27 (NIPS), 2016. [46]

• Chapter 3: We address RQ3 with Joint Causal Inference (JCI),

a powerful formulation of causal discovery over multiple da-

tasets in which we jointly learn both the causal structure and

targets of interventions from independence test results. While

o�ering many advantages, JCI induces faithfulness violations

due to deterministic relations, so we propose ACID (Ancestral

Causal Inference with Determinism), a determinism-tolerant

extension of ACI. This chapter is adapted from the following

publication:

– S. Magliacane, T. Claassen, J. M. Mooij. Joint Causal Infer-

ence from observational and experimental datasets. Un-

der submission. [47]

• Chapter 4: For RQ4, we propose foxPSL, a distributed and

scalable solver for a probabilistic logic that extends Probabilis-

tic Soft Logic [38] based on a graph processing system imple-

mentation of the Alternating Direction Method of Multipliers
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(ADMM). We describe several optimizations, both general and

context-speci�c, and a lazy version of ADMM. The content of

this chapter was published in the following publications:

– S. Magliacane, P. Stutz, P. Groth, and A. Bernstein. Fox-

PSL: An extended and scalable PSL implementation. In

Proceedings of AAAI Spring Symposium on Knowledge Rep-

resentation and Reasoning: Integrating Symbolic and Neu-

ral Approaches, 2015. [49]

– S. Magliacane, P. Stutz, P. Groth, A. Bernstein. FoxPSL:

A Fast, Optimized and eXtended PSL implementation. In

International Journal of Approximate Reasoning 2015, Vol-

ume 67, December 2015. [48]

• Chapter 5: We present some open questions and future direc-

tions of research, most notably the application of FoxPSL to

scale up causal discovery methods like ACI/D.



2
A N C E S T R A L C A U S A L I N F E R E N C E

Beneath our poised appearance, the truth is we are

completely out of control. Causality. There is no escape

from it, we are forever slaves to it. Our only hope, our

only peace is to understand it, to understand the ‘why.’

The Merovingian. Matrix Reloaded

This chapter is based on the following publication: “Sara Magliacane,

Tom Claassen, Joris M. Mooij, Ancestral Causal Inference, NIPS 2016”.

In this publication I co-developed the main ideas and algorithms, imple-

mented the system, designed and ran the experiments.

In this chapter, we describe Ancestral Causal Inference (ACI), a logic-

based causal discovery method that provides a comparable accuracy to

state-of-the-art constraint-based methods, but improves on their scala-

bility by using a more coarse-grained representation of causal informa-

tion. This representation, though still super-exponentially large, dras-

tically reduces computation time. Furthermore, we propose a method

to score predictions according to their con�dence. This is very impor-

tant for practical applications, as the low reliability of the predictions

of constraint-basedmethods has been amajor impediment to their wide-

spread usage. We provide some theoretical guarantees for ACI, like

soundness and asymptotic consistency, and demonstrate that it can out-

perform the state-of-the-art on synthetic data, achieving a speedup of

orders of magnitude. We illustrate its practical feasibility by applying

it on a challenging protein data set that, to the best of our knowledge,

so far had only been addressed in detail with score-based methods.

25
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2.1 introduction

In the previous chapter we discussed the importance of discovering

causal relations from data, especially taking advantage also of obser-

vational data. Recently, there have been several proposals for combin-

ing observational and experimental data to discover causal relations.

As already mentioned, these causal discovery methods are usually di-

vided into two categories: constraint-based and score-based methods.

Score-based methods typically evaluate models using a penalized or

marginal likelihood score, while constraint-based methods use statis-

tical independences to express constraints over possible causal mod-

els. The advantages of constraint-based over score-based methods

are the ability to handle latent confounders and selection bias natu-

rally, and that there is no need for parametric modeling assumptions.

Additionally, constraint-based methods expressed in logic [10, 9, 75,

33] allow for an easy integration of background knowledge, which is

not trivial even for simple cases in other approaches [4].

In the Introduction, we mentioned two disadvantages of traditional

constraint-based methods, like FCI [71, 76] and CFCI [12]: (i) vul-

nerability to errors in statistical independence test results, which are

quite common in real-world applications, (ii) no systematic ranking

of the causal predictions. Several approaches address the �rst issue

and improve the reliability of constraint-based methods by exploiting

redundancy in the independence information [9, 33, 75]. The idea is

to assign weights to the input statements that re�ect their reliability,

and then use a reasoning scheme that takes these weights into ac-

count. Several weighting schemes can be de�ned, from simple ways

to attach weights to single independence statements [33], to more

complicated schemes to obtain weights for combinations of indepen-

dence statements [75, 9]. Unfortunately, these approaches have to

sacri�ce either accuracy by using a greedy method [9, 75], or scal-

ability by formulating a discrete optimization problem on a super-

exponentially large search space [33]. Additionally, the con�dence

estimation issue is addressed only in limited cases [59].

In this chapter, we describe Ancestral Causal Inference (ACI), a

logic-based method that provides comparable accuracy to state-of-

the-art constraint-based methods (e.g., [33]) for causal systems with

latent variables without feedback, but improves on their scalability
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by using a more coarse-grained representation of causal information.

Instead of representing all possible direct causal relations, in ACI we

represent and reason only with ancestral relations (“indirect” causal

relations), developing specialised ancestral reasoning rules. This rep-

resentation, though still super-exponentially large, drastically reduces

computation time. Moreover, it turns out to be very convenient, be-

cause in real-world applications the distinction between direct causal

relations and ancestral relations is not always clear or necessary. Given

the estimated ancestral relations, the estimation can be re�ned to di-

rect causal relations by constraining standard methods to a smaller

search space, if necessary.

Furthermore, we propose a method to score predictions according

to their con�dence. The con�dence score can be thought of as an ap-

proximation to the marginal probability of an ancestral relation. Scor-

ing predictions enables one to rank them according to their reliability,

allowing for higher accuracy. This is very important for practical ap-

plications, as the low reliability of the predictions of constraint-based

methods has been a major impediment to their wide-spread use.

We prove soundness and asymptotic consistency under mild condi-

tions on the statistical tests for ACI and our scoring method. We show

that ACI outperforms standard methods, like bootstrapped FCI and

CFCI, in terms of accuracy, and achieves a speedup of several orders

of magnitude over [33] on a synthetic dataset. We illustrate its practi-

cal feasibility by applying it to a challenging protein data set [65] that,

to the best of our knowledge, so far had only been addressed in detail

with score-based methods and observe that it successfully recovers

from faithfulness violations. In this context, we showcase the �exibil-

ity of logic-based approaches by introducing weighted ancestral rela-

tion constraints that we obtain from a combination of observational

and interventional data, and show that they substantially increase

the reliability of the predictions. Finally, we provide an open-source

version of our algorithms and the evaluation framework, which can

be easily extended, at http://github.com/caus-am/aci.

2.2 preliminaries

We assume that the data generating process can be modeled by a

causal Directed Acyclic Graph (DAG) that may contain latent vari-

http://github.com/caus-am/aci
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ables. For simplicity we also assume that there is no selection bias.

Throughout the thesis we represent variables with uppercase letters,

while sets of variables are denoted by boldface.

A directed edgeX→ Y in the causal DAG represents a direct causal

relation between cause X on e�ect Y. Intuitively, in this framework

this indicates that manipulating X will produce a change in Y, while

manipulating Y will have no e�ect on X. A more detailed discussion

can be found in [71]. A sequence of directed edges X1 → X2 →
· · · → Xn is a directed path. If there exists a directed path from X

to Y (or X = Y), then X is an ancestor of Y (denoted as X 99K Y).

Otherwise, X is not an ancestor of Y (denoted as X 699K Y). For a set

of variables W, we write:

X 99K W := ∃Y ∈W : X 99K Y,

X 699K W := ∀Y ∈W : X 699K Y.

We de�ne an ancestral structure as any non-strict partial order on

the observed variables of the DAG, i.e., any relation that satis�es the

following axioms:

(re�exivity) : X 99K X, (1)

(transitivity) : X 99K Y ∧ Y 99K Z =⇒ X 99K Z, (2)

(antisymmetry) : X 99K Y ∧ Y 99K X =⇒ X = Y. (3)

The underlying causal DAG induces a unique “true” ancestral struc-

ture, which represents the transitive closure of the direct causal rela-

tions projected on the observed variables.

For disjoint sets X,Y ,W we denote conditional independence of

X and Y given W as X ⊥⊥ Y |W, and conditional dependence as

X 6⊥⊥ Y |W. We call the cardinality |W| the order of the conditional

(in)dependence relation.

We assume that the standard assumptions for causal discovery, the

Causal Markov Assumption and the Causal Faithfulness Assumption

[71] (see Section 3.2), both hold. When both assumptions hold, the

conditional independences in the observational distribution P corre-

spond one-to-one with statements that can be derived by applying a



2.3 related work on conflict resolution 29

well-known graphical criterion, d-separation ⊥d [58], to the causal

DAG G. More precisely, for all disjoint sets of variables X,Y ,W:

X ⊥d Y |W [G] ⇐⇒ X ⊥⊥ Y |W [P],

Following LoCI [10] we de�ne a minimal conditional independence:

X ⊥⊥ Y |W ∪ [Z] := (X ⊥⊥ Y |W ∪Z)∧ (X 6⊥⊥ Y |W),

and similarly, a minimal conditional dependence:

X 6⊥⊥ Y |W ∪ [Z] := (X 6⊥⊥ Y |W ∪Z)∧ (X ⊥⊥ Y |W).

The square brackets indicate that Z is needed for the (in)dependence

to hold in the context of W. Note that the negation of a minimal

conditional independence is not a minimal conditional dependence.

Minimal conditional (in)dependences are closely related to ancestral

relations, as pointed out in [10]:

Lemma 1. For disjoint (sets of) variables X, Y,Z,W:

X ⊥⊥ Y |W ∪ [Z] =⇒ Z 99K ({X, Y}∪W), (4)

X 6⊥⊥ Y |W ∪ [Z] =⇒ Z 699K ({X, Y}∪W). (5)

Exploiting these rules (as well as others that will be introduced in

Section 2.4) to deduce ancestral relations directly from (in)dependences

is key to the greatly improved scalability of our method.

2.3 related work on conflict resolution

One of the earliest algorithms to deal with con�icting inputs in constr-

aint-based causal discovery is Conservative PC [60], which adds “re-

dundant” checks to the PC algorithm that allow it to detect inconsis-

tencies in the inputs, and then makes only predictions that do not

rely on the ambiguous inputs. The same idea can be applied to FCI,

yielding Conservative FCI (CFCI) [12, 36]. BCCD (Bayesian Constr-

aint-based Causal Discovery) [9] uses Bayesian con�dence estimates

to process information in decreasing order of reliability, discarding

contradictory inputs as they arise. COmbINE (Causal discovery from

Overlapping INtErventions) [75] is an algorithm that combines the
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output of FCI on several overlapping observational and experimental

datasets into a single causal model by �rst pooling and recalibrating

the independence test p-values, and then adding each constraint in-

crementally in order of reliability to a SAT instance. Any constraint

that makes the problem unsatis�able is discarded.

Our approach is inspired by a method presented by Hyttinen, Eber-

hardt and Järvisalo [33] (that we will refer to as HEJ in this thesis), in

which causal discovery is formulated as a constrained discrete mini-

mization problem. Given a list of weighted independence statements,

HEJ searches for the optimal causal graph G (in the acyclic version

of HEJ we consider in this thesis, an acyclic directed mixed graph, or

ADMG) that minimizes the sum of the weights of the independence

statements that are violated according to G. In order to test whether

a causal graph G induces a certain independence, the method creates

an encoding DAG of d-connection graphs. D-connection graphs are

graphs that can be obtained from a causal graph through a series of

operations (conditioning, marginalization and interventions). An en-

coding DAG of d-connection graphs is a complex structure encoding

all possible d-connection graphs and the sequence of operations that

generated them from a given causal graph. HEJ has been shown to

correct errors in the inputs, but is computationally demanding.

2.4 aci: ancestral causal inference

We propose Ancestral Causal Inference (ACI), a causal discovery me-

thod that accurately reconstructs ancestral structures, also in the pres-

ence of latent variables and statistical errors. ACI builds on HEJ [33],

but rather than optimizing over encoding DAGs, ACI optimizes over

the much simpler (but still very expressive) ancestral structures.

For n variables, the number of possible ancestral structures is the

number of partial orders (http://oeis.org/A001035), which grows

as 2n
2/4+o(n2)

[39], while the number of DAGs can be computed

with a well-known super-exponential recurrence formula (http://

oeis.org/A003024). Moreover, the number of ADMGs is |DAG(n)|×
2n(n−1)/2. Although still super-exponential, the number of ances-

tral structures grows asymptotically much slower than the number of

DAGs and even more so, ADMGs. For example, for 7 variables, there

are 6× 106 ancestral structures but already 2.3× 1015 ADMGs.

http://oeis.org/A001035
http://oeis.org/A003024
http://oeis.org/A003024
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2.4.1 New rules

The rules in HEJ explicitly encode marginalization and conditioning

operations on d-connection graphs, so they cannot be easily adapted

to work directly with ancestral relations. Instead, ACI encodes the an-

cestral reasoning rules (1)–(5) and �ve novel causal reasoning rules:

Lemma 2. For disjoint (sets) of variables X, Y,U,Z,W:

(X ⊥⊥ Y | Z)∧ (X 699K Z) =⇒ X 699K Y, (6)

X 6⊥⊥ Y | W ∪ [Z] =⇒ X 6⊥⊥ Z | W, (7)

X ⊥⊥ Y | W ∪ [Z] =⇒ X 6⊥⊥ Z | W, (8)

(X ⊥⊥ Y | W ∪ [Z])∧ (X ⊥⊥ Z | W ∪U)
=⇒ X ⊥⊥ Y | W ∪U,

(9)

(Z 6⊥⊥ X | W)∧ (Z 6⊥⊥ Y | W)∧ (X ⊥⊥ Y | W)

=⇒ X 6⊥⊥ Y | W ∪Z.
(10)

Proof. We prove the soundness of these rules, as well as the sound-

ness of the rules in Lemma (1) in Section 2.10.

We elaborate some conjectures about their completeness in the dis-

cussion after Theorem 1 in the next section.

2.4.2 Optimization of loss function

We formulate causal discovery as an optimization problem where a

loss function is optimized over possible causal structures. Intuitively,

the loss function sums the weights of all the inputs that are violated

in a candidate causal structure.

Given a list I of weighted input statements (ij,wj), where ij is the

input statement and wj is the associated weight, we de�ne the loss

function as the sum of the weights of the input statements that are not

satis�ed in a given possible structureW ∈W, where W denotes the

set of all possible causal structures. Causal discovery is formulated

as a discrete optimization problem:

W∗ = arg min
W∈W

loss(W; I), (11)
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loss(W; I) :=
∑

(ij,wj)∈I:W∪R|=¬ij

wj, (12)

where W ∪R |= ¬ij means that input ij is not satis�ed in structure

W according to the rules R.

This general formulation includes both HEJ and ACI, which di�er

in the types of possible structures W and the rules R. In HEJ W rep-

resents all possible causal graphs (speci�cally, acyclic directed mixed

graphs, or ADMGs, in the acyclic case) and R encodes the complete

d-separation property. In ACI W represent ancestral structures (de-

�ned with the rules(1)-(3)) and the rules R are rules (4)–(10).

2.4.3 Constrained optimization in ASP

The constrained optimization problem in (11) can be implemented us-

ing a variety of methods. Given the complexity of the rules, a formu-

lation in an expressive logical language that supports optimization,

e.g., Answer Set Programming (ASP), is very convenient. ASP is a

widely used declarative programming language based on the stable

model semantics [44, 27] that has successfully been applied to several

NP-hard problems. Similarly to HEJ, for ACI we use the state-of-the-

art ASP solver clingo 4 [25].

2.4.4 Weighting schemes

ACI supports two types of input statements: conditional indepen-

dences and ancestral relations. These statements can each be as-

signed a weight that re�ects their con�dence. We propose two simple

approaches with the desirable properties of making ACI asymptoti-

cally consistent under mild assumptions (as described in the end of

this section), and assigning a much smaller weight to independences

than to dependences (which agrees with the intuition that one is con-

�dent about a measured strong dependence, but not about indepen-

dence vs. weak dependence). The approaches are:
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• a frequentist approach, in which for any appropriate frequen-

tist statistical test with independence as null hypothesis (resp.

a non-ancestral relation), we de�ne the weight:

w = | logp− logα|, (13)

where p = p-value of the test, α = signi�cance level (e.g., 5%);

• a Bayesian approach, in which the weight of each input state-

ment i using data set D is:

w = log
p(i|D)

p(¬i|D)
= log

p(D|i)

p(D|¬i)

p(i)

p(¬i)
, (14)

where the prior probability p(i) is a tuning parameter.

2.4.5 A simple integration of interventional knowledge

Given observational and interventional data in which each interven-

tion has a single known target, a simple way to obtain a weighted an-

cestral statementX 99K Y is with a two-sample test that tests whether

the distribution of Y changes with respect to its observational distri-

bution when intervening on X. The weight w of the X 99K Y state-

ment can then be assigned using the previously mentioned weighting

schemes, e.g., for a frequentist test it can be assigned using (13).

Alternatively, the two-sample test can also be implemented as an

independence test that tests for the independence of Y and IX, where

IX is the indicator variable that has value 0 for observational samples

and 1 for samples from the interventional distribution in whichX has

been intervened upon.

This approach only assumes that intervening on a variable will

probably change the distribution of its descendants, so it conveniently

applies to various types of interventions, as long as there is a single

known intervention target. For example, it can be applied to:

• perfect interventions [58]: usually denoted as do(X = x), a

perfect intervention represents forcing X to a value x and “cut-

ting o�” any e�ect of its parents. In other words, this means
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that the intervention modi�es the conditional distribution of X

given its parents pa(X) as:

p(X|pa(X),do(X = x)) = δ(X = x),

• stochastic interventions [40, 29]: an extension of a perfect in-

tervention in which X is forced not to a speci�c value x, but

rather to the value of an independent random variable U,

• soft interventions [52]: instead of forcingX to a certain value x,

this type of interventions “pushes” X towards x, centering the

conditional distribution of X given its parents pa(X) around

the target value x,

• mechanism changes [74]: in a mechanism change on variable

X, the conditional distribution of X given its parents pa(X) is

di�erent in the observational distribution pobs and in the in-

terventional distribution pint, or:

pobs(X|pa(X)) 6= pint(X|pa(X)),

while all other (conditional) distributions are invariant,

• activity interventions [56]: simultaneous mechanism changes

on all the children of the intervention target X.

Moreover, as opposed to many other methods, especially score-based,

we do not need to model the interventions quantitatively. We only

need to know the intervention targets, while the intervention types

do not matter.

On the other hand, this approach cannot be applied to interven-

tions on unknown or uncertain targets, e.g. fat-hand intervention

[18], in which the intervention has also side e�ects on other variables

than the intended intervention target. Moreover, it is only partially

useful in case of multiple known targets. For example, if we inter-

vene on both X and Z with any of the allowed intervention types,

and observe a change in the distribution of Y with respect to the ob-

servational case, we can only conclude that (X 99K Y)∨ (Z 99K Y).
Besides the applicability to only known (and possibly single) tar-

gets, another limitation of this approach is that is reduces the infor-

mation contained in the interventional data to a set of weighted an-
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cestral relations, and using only the conditional (in)dependences in

the observational data. Moreover, this approach does not exploit the

combination of interventional datasets, but compares one interven-

tional dataset at a time with the observational dataset. In Chapter 3

we will show a more holistic approach that tries to take full advan-

tage of all datasets, including possibly learning intervention targets,

although it will have other limitations in terms of intervention types

(e.g. not allowing perfect interventions).

2.5 scoring causal predictions

The constrained minimization in (11) may produce several optimal

solutions, because the underlying structure may not be identi�able

from the inputs. To address this issue, we propose to use the loss

function (12) and score the con�dence of a feature f (e.g., an ancestral

relation X 99K Y) as:

C(f) = min
W∈W

loss(W; I∪ {(¬f,∞)})

− min
W∈W

loss(W; I∪ {( f,∞)}).
(15)

In this chapter, we usually consider the features f to be ancestral re-

lations, but the idea is more generally applicable. For example, com-

bined with HEJ it can be used to score direct causal relations.

2.5.1 Soundness and completeness

Our scoring method is sound for oracle inputs:

Theorem 1. Let R be sound (not necessarily complete) causal reason-

ing rules. For any feature f, the con�dence score C(f) of (15) is sound

for oracle inputs with in�nite weights, i.e.,

• C(f) = ∞ if f is identi�able from the inputs,

• C(f) = −∞ if ¬f is identi�able from the inputs,

• C(f) = 0 otherwise (neither are identi�able).

As features, we can consider for example f = X 99K Y for variables

X, Y.
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Proof. We assume that the data generating process is described by a

causal DAG which may contain additional latent variables, and that

the distributions are faithful to the DAG. The theorem then follows

directly from the soundness of the rules and the soundness of logical

reasoning.

We conjecture that the rules (1)–(10) are “order-1-complete”, i.e.,

they allow one to deduce all (non)ancestral relations that are identi-

�able from oracle conditional (in)dependences of order 6 1 in obser-

vational data. For higher-order inputs additional rules can be derived.

However, our primary interest in this chapter is improving computa-

tion time and accuracy, and we are willing to sacri�ce completeness.

A detailed study of the completeness properties is left as future work.

2.5.2 Asymptotic consistency

Denote the number of samples by N. For the frequentist weights

in (13), we assume that the statistical tests used for the inputs are

consistent in the following sense:

logpN − logαN
P→

−∞ H1

+∞ H0,
(16)

asN→∞, where the null hypothesisH0 is independence/nonances-

tral relation and the alternative hypothesis H1 is dependence/ances-

tral relation. Note that we need to choose a sample-size dependent

threshold αN such that αN → 0 at a suitable rate. Kalisch and

Bühlmann [35] show how this can be done for partial correlation tests

under the assumption that the distribution is multivariate Gaussian.

For the Bayesian weighting scheme in (14), we assume that for

N→∞, for each input statement i:

wN
P→

−∞ if i is true

+∞ if i is false.
(17)

This will hold (as long as there is no model misspeci�cation) under

mild technical conditions for �nite-dimensional exponential family

models. In both cases, the probability of a type I or type II error
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will converge to 0, and in addition, the corresponding weight will

converge to ∞.

Theorem 2. Let R be sound (not necessarily complete) causal reason-

ing rules. For any feature f, the con�dence score C(f) of (15) is asymp-

totically consistent under assumption (16) or (17), i.e.,

• C(f)→∞ in probability if f is identi�ably true,

• C(f)→ −∞ in probability if f is identi�ably false,

• C(f)→ 0 in probability otherwise (neither are identi�able).

Proof. As the number of statistical tests is �xed (or at least bounded

from above), the probability of any error in the test results converges

to 0 asymptotically. The loss function of all structures that do not

correspond with the properties of the true causal DAG converges to

+∞ in probability, whereas the loss function of all structures that are

compatible with properties of the true causal DAG converges to 0 in

probability.

2.6 evaluation on synthetic data

In this section, we report evaluations on synthetically generated data.

Crucially, in causal discovery precision is often more important than

recall. In many real-world applications, discovering a few high-con-

�dence causal relations is more useful than �nding every possible

causal relation, as re�ected in recently proposed algorithms, e.g., [59].

2.6.1 Compared methods

We compare the predictions of ACI and of the acyclic causally insu�-

cient version of HEJ [33], when used in combination with our scoring

method (15). We run both methods with clingo 4.5.4, using an op-

tion that automatically selects the best algorithm for the problem. We

also evaluate two standard methods: Anytime FCI [69, 76] and Any-

time CFCI [12], as implemented in the pcalg R package [36]. We use

the anytime versions of (C)FCI because they allow for independence

test results up to a certain order. We obtain the ancestral relations

from the output PAG using Theorem 3.1 from [63]. (Anytime) FCI
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Table 1: Average execution time on 2000 synthetic examples for di�erent

combinations of number of variables n and max. order c for the

frequentist test with α =0.05.

Average execution time (s)

n c ACI HEJ BAFCI BACFCI

6 1 0.2 12.1 8.4 12.5

6 4 1.7 432.7 11.1 16.4

7 1 1.0 715.7 9.4 15.1

8 1 9.7 for 36 of 40 models� 2500 13.7 21.7

9 1 146.7 for all �rst 40 models� 2500 18.3 28.5
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Figure 4: Plot of execution times for n = 7, c = 1 for each of the 2000

synthetically generates examples, sorted by execution time (loga-

rithmic scale).

and CFCI do not rank their predictions, but only predict the type

of relation: ancestral (which we convert to +1), non-ancestral (-1)

and unknown (0). To get a scoring of the predictions, we also com-

pare with bootstrapped versions of Anytime FCI and Anytime CFCI.

We perform the bootstrap by repeating the following procedure 100

times: sample randomly half of the data, perform the independence

tests, run Anytime (C)FCI. From the 100 output PAGs we extract the

ancestral predictions and average them. We refer to these methods
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as BA(C)FCI. For a fair comparison, we use the same independence

tests and thresholds for all methods.

2.6.2 Synthetic data

We simulate the data using the simulator from HEJ [33]: for each ex-

perimental condition (e.g., a given number of variablesn and order c),

we generate randomlyM linear acyclic models with latent variables

and Gaussian noise and sample N = 500 data points. We then per-

form independence tests up to order c and weight the (in)dependence

statements using the weighting schemes described in Section 2.4. For

the frequentist weights we use tests based on partial correlations and

Fisher’s z-transform to obtain approximate p-values (see, e.g., [35])

with signi�cance level α = 0.05. For the Bayesian weights, we use

the Bayesian test for conditional independence presented in [51] as

implemented by HEJ with a prior probability of 0.1 for independence.

2.6.3 Evaluation

In Table 1 we show the average execution times on a single core

2.80GHz CPU for di�erent combinations of n and c, while in Figure 4

we show the execution times for n = 7, c = 1, sorting the execution

times in ascending order. For 7 variables ACI is almost 3 orders of

magnitude faster than HEJ, and the di�erence grows exponentially

as n increases. For 8 variables HEJ can complete only four of the �rst

40 simulated models before the timeout of 2500s. For reference we

add the execution time for BAFCI and BACFCI.

In Figures 5–7 we show the accuracy of the predictions with preci-

sion-recall (PR) curves for both ancestral (X 99K Y) and nonancestral

(X 699K Y) relations, in di�erent settings. In all evaluations, ACI and

HEJ are combined with our scoring method (15). We allow (boot-

strapped) (C)FCI to access all possible independence test results (c =

n − 2), because it gives the best predictions for these methods. In

this case, the anytime versions of FCI and CFCI are equivalent to the

standard versions of FCI and CFCI, so we label them as such. Instead,

for ACI and HEJ we use either independence test results up to order

c = 1, or all possible independence test results (c = n− 2).
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Figure 5: Accuracy on synthetic data for the two prediction tasks (ancestral

and nonancestral relations) using the frequentist test with α =
0.05 for n = 6.

In Figures 5 and 6, we use the frequentist weighting scheme with

a partial correlation test with α = 0.05. In Figure 5, we show the

setting with n = 6 variables. The performances of HEJ and ACI for

c = 1 coincide, performing signi�cantly better for nonancestral pre-

dictions and the top ancestral predictions (see zoomed-in version in
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Figure 6: Synthetic data: accuracy for n = 8 variables using the frequentist

test with α = 0.05.

Figure 5b). Interestingly, HEJ and ACI do not seem to bene�t much

from higher order independence tests, but rather seem to deteriorate,

as we see in their versions for c = 4. Instead, bootstrapping tradi-

tional methods, oblivious to the (in)dependence weights, seems to
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Figure 7: Synthetic data: accuracy for n = 6 variables using the Bayesian

test with prior probability of independence p = 0.1.

produce surprisingly good results. Nevertheless, the c = 1 versions

of ACI and HEJ outperform bootstrapped FCI and CFCI, suggesting

these methods achieve nontrivial error-correction.
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In Figure 6, we show the setting with 8 variables. In this setting

HEJ is too slow. In addition to the previous plot, we plot the accu-

racy of ACI when there is oracle background knowledge on the de-

scendants of one randomly chosen variable (i = 1). This setting

simulates the e�ect of using interventional data, and we can see that

the performance of ACI improves signi�cantly, especially in the an-

cestral preditions. The performance of (bootstrapped) FCI and CFCI

is limited by the fact that they cannot take advantage of this type

of background knowledge (ancestral relations), except with compli-

cated postprocessing [4], or in a limited way [22].

In Figures 7 we show the performance of ACI and HEJ for the

Bayesian weights for a Bayesian test with prior probability of inde-

pendence p = 0.1. As we see, for the evaluated parameters the per-

formances of all algorithms with Bayesian weights seem to produce

comparable results to the frequentist weights.

2.7 evaluation on real data

We consider the challenging task of reconstructing a signalling net-

work from �ow cytometry data [65] under di�erent experimental

conditions. The data consists of simultaneous measurements of ex-

pression levels of 11 biochemical agents in individual cells of the hu-

man immune system under 14 di�erent experimental conditions.

2.7.1 Experimental conditions

The experimental conditions can be grouped into two batches of 8

conditions each that have very similar interventions:

• “no-ICAM”, commonly used in the literature;

• “ICAM”, where Intercellular Adhesion Protein-2 (ICAM-2) was

added.

For each batch (ICAM and no-ICAM), we can consider an observa-

tional dataset and 7 interventional datasets with di�erent activators

and inhibitors added to the cells, as described in Table 2. For each

batch, the experimenters added α-CD3 and α-CD28 to activate the

signaling network in 6 out of 8 conditions. For the remaining two
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conditions (PMA and β2CAMP), α-CD3 and α-CD28 were not added

(and neither was ICAM-2). We can consider the absence of these

stimuli as a global intervention relative to the observational baseline

(where α-CD3 and α-CD28 are present, and in addition ICAM-2 is

present in the ICAM batch). Given the absence of ICAM-2 in the last

two conditions in both batches, the datasets from these conditions

are the same in both settings.

In this chapter, we ignore the fact that in the last two interventional

datasets in each batch (PMA and β2CAMP) there is also a global in-

tervention. Ignoring the global intervention allows us to compute

the weighted ancestral relations, since we consider any variable that

changes its distribution with respect to the observational condition

to be an e�ect of the main target of the intervention (PKC for PMA

and PKA for β2CAMP). This is in line with previous work [65, 56].

Also, we consider PIP3 as the main target of the LY294002 interven-

tion, based on the consensus network [65], even though in a previous

work on the same dataset [56] both PIP2 and PIP3 are considered to

be targets of this intervention.

2.7.2 Compared methods

We compare the performance of ACI with (15) and bootstrapped any-

time (C)FCI on each batch of experimental conditions. For all algo-

rithms, we use partial correlations up to order 1 (tested in the obser-

vational data only) to obtain weighted independences with the fre-

quentist weighting scheme. Moreover, ACI can also take advantage

of an additional type of inputs, weighted ancestral relations.

For weighted ancestral relations, we use a t-test to test for each

intervention and for each variable whether its distribution changes

with respect to the observational condition. We use the biological

knowledge summarised in Table 2 to de�ne the intervention target,

which is then considered the putative “cause”. Then we use the p-

values of these tests and a threshold α = 0.05 to obtain the weights
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Table 2: Reagents used in the various experimental conditions in [65] and

corresponding intervention types and targets. The intervention

types and targets are based on (our interpretation of) biological

background knowledge. The upper table describes the “no-ICAM”

batch of conditions that is most commonly used in the literature.

The lower table describes the additional “ICAM” batch of condi-

tions that we also use here.

no-ICAM

Reagents Intervention

α-CD3, α-CD28 ICAM-2 Additional Target Type

+ - - - (observational)

+ - AKT inhibitor AKT activity

+ - G0076 PKC activity

+ - Psitectorigenin PIP2 abundance (perfect)

+ - U0126 MEK activity

+ - LY294002 PIP2/PIP3 mechanism change

- - PMA PKC activity + fat-hand

- - β2CAMP PKA activity + fat-hand

ICAM

Reagents Intervention

α-CD3, α-CD28 ICAM-2 Additional Target Type

+ + - - (observational)

+ + AKT inhibitor AKT activity

+ + G0076 PKC activity

+ + Psitectorigenin PIP2 abundance (perfect)

+ + U0126 MEK activity

+ + LY294002 PIP2/PIP3 mechanism change

- - PMA PKC activity + fat-hand

- - β2CAMP PKA activity + fat-hand
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of the ancestral relations, similarly to what we proposed for the fre-

quentist weights for the independence tests:
1

w = | logp− logα|.

For example, if adding U0126 (a known MEK inhibitor) changes the

distribution of RAF with p = 0.01 with respect to the observational

baseline, we get a weighted ancestral relation (MEK99KRAF, 1.609).

As we will see in the evaluation, algorithms like (anytime) (C)FCI

can only use the independences in the observational data as input

and therefore miss the strongest signal, weighted ancestral relations,

which are obtained by comparing interventional with observational

data. As for other constraint-based methods, HEJ is computationally

unfeasible in this setting, while COMBINE assumes perfect interven-

tions (while this dataset contains mostly activity interventions).

2.7.3 Evaluation on no-ICAM and ICAM batches

In Figure 8, we compare the results on the no-ICAM batch for ACI and

bootstrapped anytime (C)FCI under di�erent inputs. In the �rst row

we show some of the possible inputs: weighted (in) dependences (in

this case partial correlations) from observational data and weighted

ancestral relations from comparing the interventional datasets with

the observational data. Speci�cally, we consider as inputs only in-

dependences up to order 1 (but only (in)dependences of order 0 are

visualized in the �gure). The color encodes the weight of the inde-

pendence. As an example, the heatmap shows that Raf and Mek are

strongly dependent. For the weighted ancestral relations, we plot a

matrix in which each row represents a cause, while the columns are

the e�ects.

Notably, our algorithms can correctly recover from some faithful-

ness violations (e.g., the independence between causally connected

MEK and ERK), because they take into account the weight of the

input statements (the weight of the independence is considerably

smaller than that of the weighted ancestral relation, which corre-

sponds with a quite signi�cant change in distribution). In contrast,

1
Since the ASP solver we use works with integer weights, in practice we scale

all weights by a factor of 1000 and round to the nearest integer.
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Figure 8: Flow cytometry dataset (no-ICAM batch): The top row rep-

resents some of the possible inputs: weighted (in)dependences

of order 0 from the observational dataset (the inputs to the algo-

rithms include also order 1 test results, but these are not visual-

ized) and weighted ancestral relations recovered from the inter-

ventional datasets. In the bottom two rows each matrix represents

the ancestral relations that are estimated using di�erent inputs

and di�erent methods (ACI, BAFCI or BACFCI). Each row repre-

sents a cause, while the columns are the e�ects. The colors en-

codes the con�dence levels, green is positive, black is unknown,

while red is negative. The intensity of the color represents the

degree of con�dence.

methods that �rst reconstruct the skeleton, like (anytime) (C)FCI,

would decide that MEK and ERK are nonadjacent, and are unable
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Figure 9: Flow cytometry dataset (ICAM batch): Same comparison as in

Figure 8, but for the ICAM batch.

to recover from that erroneous decision. This illustrates another ad-

vantage of our approach.

In Figure 9 we show the results for the ICAM setting. These re-

sults are very similar to the results for the no-ICAM batch, showing

that the predicted ancestral relations are robust. In particular it is

clear that also in this setting weighted ancestral relations are a very

strong signal and that methods that can exploit them (e.g., ACI) have

a distinct advantage over methods that cannot (e.g., FCI and CFCI).
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Table 3: Updated Table S1 [53] (part 1): causal relationships between the

biochemical agents in the Sachs et al. �ow cytometry data [65], ac-

cording to di�erent causal discovery methods. The consensus net-

work according to Sachs et al. [65] is denoted here by “[65]a” and

their reconstructed network as “[65]b”. For Mooij and Heskes [56]

we provide two versions: “[56]a” for the top 17 edges in the acyclic

case, as reported in the original paper, and “[56]b” for its transitive

closure, which consists of 21 edges. To provide a fair comparison,

we also pick the top 21 ancestral predictions from ACI.

Direct causal predictions Ancestral predictions

Edge [65]a [65]b [56]a [18] ICP [59] hiddenICP [59] [56]b ACI (top 21)

RAF→MEK X X X

MEK→RAF X X X X X

MEK→ERK X X X X X

MEK→AKT X

MEK→JNK X

PLCg→PIP2 X X X X X

PLCg→PIP3 X X

PLCg→PKC X X

PIP2→PLCg X X X X

PIP2→PIP3 X

PIP2→PKC X

PIP3→PLCg X X

PIP3→PIP2 X X X X X X

PIP3→AKT X

AKT→ERK X X X X

AKT→JNK X

ERK→AKT X X X X

ERK→PKA X
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Table 4: Updated Table S1 [53] (part 2): causal relationships between the

biochemical agents in the Sachs et al. �ow cytometry data [65], ac-

cording to di�erent causal discovery methods. See also Table 3.

Direct causal predictions Ancestral predictions

Edge [65]a [65]b [56]a [18] ICP [59] hiddenICP [59] [56]b ACI (top 21)

PKA→RAF X X X X

PKA→MEK X X X X X X X

PKA→ERK X X X X X

PKA→AKT X X X X X X X

PKA→PKC X

PKA→P38 X X X X X

PKA→JNK X X X X X X

PKC→RAF X X X X X

PKC→MEK X X X X X X

PKC→PLCg X X X

PKC→PIP2 X X X

PKC→PIP3 X

PKC→ERK X X

PKC→AKT X X X

PKC→PKA X X X

PKC→P38 X X X X X X X

PKC→JNK X X X X X X X X

P38→JNK X

P38→PKC X

JNK→PKC X

JNK→P38 X X
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2.7.4 Comparison with other approaches on Sachs et al. dataset

Table 3 and its continuation 4 summarize most of the existing work

on the Sachs et al. [65] dataset. These tables were originally part of

the S1 material of Meinshausen et al. [53]. We have updated them,

adding also the results of ACI and the transitive closure of a score-

based methods that seems to provide very similar results [56].

We compare the following direct causal relations methods:

• “[65]a”: the consensus network among domain experts accord-

ing to Sachs et al. [65];

• “[65]b”: the network reconstructed by Sachs et al. [65] using

discretization, multiple restart simulated annealing and the BDe

score for Bayesian network learning;

• “[56]a”: the top 17 edges learnt by the approximate Bayesian

approach of Mooij and Heskes for the acyclic case. This me-

thod models explicitly the di�erent types of intervention, e.g.

abundance or activity interventions;

• “[18]”: the network reconstructed by Eaton and Murphy af-

ter discretization, assuming uncertain, imperfect interventions

(Figure 6(d) in [18]). This network and intervention targets

were learnt jointly using a dynamic programming algorithm

that computes the exact posterior marginal edge probabilities

of the DAG given all the available datasets;

• ICP [59]: the network reported by Meinshausen et al. [53] for

ICP, a causal discovery method that looks for invariance across

di�erent experimental settings, returning a conservative sub-

set of parents (or ancestors, in case of causal insu�ciency).

Moreover, we compare the following ancestral relations methods:

• hiddenICP [59]: a version of ICP that allows for latent con-

founders, thus returning a conservative subset of ancestral re-

lations;

• “[56]b” the transitive closure of “[56]a”, which consists of 21

edges;
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Figure 10: Comparison of ancestral relations predicted by ACI and the score-

based method from Mooij and Heskes[56], both using the no-

ICAM batch. Depicted are the top 21 ancestral relations obtained

by ACI and the transitive closure of the top 17 direct causal re-

lations reported by Mooij and Heskes [56], which results in 21

ancestral relations. Black edges are ancestral relations found by

both methods, blue edges were identi�ed only by ACI, while grey

edges are present only in the transitive closure the method by

Mooij and Heskes[56].

• ACI: the top 21 ancestral predictions from ACI, as justi�ed in

the following.

Given their immediate similarities, we focus our comparison of

ACI to the method presented by Mooij and Heskes [56], in particular

the predictions that are inferred when assuming acyclicity. In order

to compare fairly with the ancestral relations found by ACI, we �rst

perform a transitive closure of these direct causal relations, which

results in 21 ancestral relations. We then take the top 21 predicted

ancestral relations from ACI (for the same batch), and compare the

two in Figure 10. The black edges, the majority, represent the ances-

tral relations found by both methods. The blue edges are found only

by ACI, while the grey edges are found only by Mooij and Heskes [56].

Interestingly, the results are quite similar, despite the very di�erent

approaches. In particular, ACI allows for latent confounders and is

constraint-based, while Mooij and Heskes’ method assumes causal

su�ciency (i.e., no latent confounders), is score-based and models

di�erent types of interventions explicitly.
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Table 5: Average execution times for recovering causal relations with dif-

ferent strategies for 2000 models for n = 6 variables using the

frequentist test with α = 0.05.

Average execution time (s)

Setting Direct causal relations Only 2nd step Ancestral rel.

n c ACI + HEJ direct HEJ restricted HEJ ancestral HEJ

6 1 9.77 15.03 7.62 12.09

6 4 16.96 314.29 14.43 432.67

7 1 36.13 356.49 30.68 715.74

8 1 98.92 for 32/40� 2500 81.73 for 36/40� 2500

9 1 361.91 for 40/40� 2500 240.47 for 40/40� 2500

2.8 from ancestral structures to direct relations

An ancestral structure can be seen as the transitive closure of the di-

rected edges of an acyclic directed mixed graph (ADMG). There are

several strategies to reconstruct “direct” causal relations from an an-

cestral structure, in particular in combination with our scoring me-

thod. Here we sketch a possible strategy, but we leave a more in-

depth investigation to future work.

A possible strategy is to �rst recover the ancestral structure from

ACI with our scoring method and then use it as “oracle” input con-

straints for the HEJ [33] algorithm (here considered in its acyclic ver-

sion). Speci�cally, for each weighted output (X 99K Y,w) obtained

by ACI, we add (X 99K Y,∞) to the input list I, and similarly for

each X 699K Y. Then we can use our scoring algorithm with HEJ to

score direct causal relations (e.g., f = X → Y) and direct acausal

relations (e.g., f = X 6→ Y). In the standard acyclic HEJ algorithm,

W are all possible ADMGs, but with our additional constraints we

can reduce the search space to only the ones that �t the speci�c an-

cestral structure, which is on average and asymptotically a reduction

of 2n
2/4+o(n2)

for n variables. We will refer to this two-step ap-

proach as ACI with restricted HEJ (ACI + HEJ). A side e�ect of assign-

ing in�nite scores to the original ancestral predictions instead of the

originally estimated scores is that some of the estimated direct causal
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Figure 11: Synthetic data: accuracy for the two prediction tasks (direct

causal and noncausal relations) for n = 6 variables using the

frequentist test with α = 0.05 for 2000 simulated models.

predictions scores will also be in�nite, �attening their ranking. For

this preliminary evaluation, we �x this issue by reusing the original

ancestral scores also for the in�nite direct predictions scores. An-
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other option may be to use the ACI scores for (a)causal relations as

soft constraints for HEJ, although at the time of writing it is still un-

clear whether this would lead to the same speedup as the previously

mentioned version.

We compared accuracy and execution times of standard acyclic

HEJ (without the additional constraints derived from ACI) with ACI

with restricted HEJ on simulated data. Figure 11 shows PR curves for

predicting the presence and absence of direct causal relations for both

methods. In Table 5 we list the execution times for recovering direct

causal relations. Additionally, we list the execution times of only the

second step of our approach, the restricted HEJ, to highlight the im-

provement in execution time resulting from the restrictions. In this

preliminary investigation with simulated data, ACI with restricted

HEJ is much faster than standard HEJ (without the additional con-

straints derived from ACI) for predicting direct causal relations, but

only sacri�ces a little accuracy (as can be seen in Figure 11). In the

last column of Table 5, we show the execution times of standard HEJ

when used to score ancestral relations. Interestingly, predicting di-

rect causal relations is faster than predicting ancestral relations with

HEJ. Still, for 8 variables the algorithm takes more than 2,500 seconds

for all but 6 models of the �rst 40 simulated models.

2.9 discussion and conclusions

As we have shown, ancestral structures are very well-suited for causal

discovery. They o�er a natural way to incorporate background causal

knowledge, e.g., from experimental data, and allow a huge computa-

tional advantage over existing representations for error-correcting

algorithms, such as [33]. When needed, ancestral structures can be

mapped to a �ner-grained representation with direct causal relations,

as we sketch in Section 2.8. Furthermore, con�dence estimates on

causal predictions are extremely helpful in practice, and can signif-

icantly boost the reliability of the output. Although standard meth-

ods, like bootstrapping (C)FCI, already provide reasonable estimates,

methods that take into account the con�dence in the inputs, as the

one presented here, can lead to further improvements of the reliabil-

ity of causal relations inferred from data.
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Strangely (or fortunately) enough, neither of the optimization meth-

ods seems to improve much with higher order independence test re-

sults. We conjecture that this may happen because our loss function

essentially assumes that the test results are independent from another

(which is not true). Finding a way to take this into account in the loss

function may further improve the achievable accuracy, but such an

extension may not be straightforward.

2.10 proofs: complete aci causal reasoning rules

We give a combined proof of all the ACI reasoning rules.

Lemma 3. For X, Y, Z, U,W disjoint (sets of) variables:

1. (X ⊥⊥ Y | W)∧ (X 699K W) =⇒ X 699K Y

2. X 6⊥⊥ Y | W ∪ [Z] =⇒ (X 6⊥⊥ Z | W)∧ (Z 699K {X, Y}∪W)

3. X ⊥⊥ Y | W ∪ [Z] =⇒ (X 6⊥⊥ Z | W)∧ (Z 99K {X, Y}∪W)

4. (X ⊥⊥ Y | W∪ [Z])∧ (X ⊥⊥ Z | W∪U) =⇒ X ⊥⊥ Y | W∪U

5. (Z 6⊥⊥ X | W)∧ (Z 6⊥⊥ Y | W)∧ (X ⊥⊥ Y | W) =⇒ X 6⊥⊥ Y |

W ∪Z

Proof. We assume a causal DAG with possible latent variables. More-

over, we assume that the Causal Markov assumption and the Causal

Faithfulness assumption both holds. In other words, we assume that

there is a one-to-one correspondence between independences and d-

separations, which means we can use them in the proofs interchange-

ably.

1. This is a strengthened version of rule R2(i) in [23]: note that

the additional assumptions made there (Y 699K W, Y 699K X) are

redundant and not actually used in their proof. For complete-

ness, we give the proof here. IfX 99K Y, then there is a directed

path from X to Y. As all paths between X and Y are blocked by

W, the directed path from X to Y must contain a nodeW ∈W.

Hence X 99KW, a contradiction with X 699K W.

2. If X 6⊥⊥ Y | W ∪ [Z] then there exists a path π between X

and Y such that each noncollider on π is not in W ∪ {Z}, every
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collider on π is ancestor of W ∪ {Z}, and there exists a collider

on π that is ancestor of Z but not of W. Let C be the collider

on π closest to X that is ancestor of Z but not of W. Note that

a) The path X · · ·C→ · · · → Z is d-connected given W.

b) Z 699K W (because otherwise C 99K Z 99K W, a contra-

diction).

c) Z 699K Y (because otherwise the path X · · ·C → · · · →
Z → · · · → Y would be d-connected given W, a contra-

diction).

Hence we conclude that X 6⊥⊥ Z | W, Z 699K W, Z 699K Y, and

by symmetry also Z 699K X.

3. Suppose X ⊥⊥ Y | W ∪ [Z]. Then there exists a path π between

X and Y, such that each noncollider on π is not in W, each

collider on π is an ancestor of W, and Z is a noncollider on π.

Note that

a) The subpath X · · ·Z must be d-connected given W.

b) Z has at least one outgoing edge on π. Follow this edge

further along π until reaching either X, Y, or the �rst col-

lider. When a collider is reached, follow the directed path

to W. Hence there is a directed path from Z to X or Y or

to W, i.e., Z 99K {X, Y}∪W.

4. If in addition, X ⊥⊥ Z | W ∪U, then U must be a noncollider

on the subpath X · · ·Z. Therefore, X ⊥⊥ Y | W ∪U.

5. Assume that Z 6⊥⊥ X | W and Z 6⊥⊥ Y | W. Then there must be

pathsπ betweenZ andX and ρ betweenZ and Y such that each

noncollider is not in W and each collider is ancestor of W. Let

U be the node on π closest to X that is also on ρ (this could be

Z). Then we have a path X · · ·U · · · Y such that each collider

(except U) is ancestor of W and each noncollider (except U)

is not in W. This path must be blocked given W as X ⊥⊥ Y |

W. If U would be a noncollider on this path, it would need to

be in W in order to block it; however, it must then also be a

noncollider on π or ρ and hence cannot be in W. Therefore,U

must be a collider on this path and cannot be ancestor of W.

We have to show that U is ancestor of Z. If U were a collider
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on π or ρ, it would be ancestor of W, a contradiction. HenceU

must have an outgoing arrow pointing towardsZ onπ and ρ. If

we encounter a collider following the directed edges, we get a

contradiction, as that collider, and henceU, would be ancestor

of W. HenceU is ancestor ofZ, and therefore, X 6⊥⊥ Y | W∪Z.



3
J O I N T C A U S A L I N F E R E N C E

I would rather discover one cause than gain the

kingdom of Persia.

Democritus (460-370 B.C.)

This chapter is based on the following publication: “Sara Magliacane,

Tom Claassen, Joris M. Mooij, Joint Causal Inference on Observational

and Experimental Data, Under submission”. In this publication I co-

developed the main ideas and algorithms, implemented the system, de-

signed and ran the experiments.

In this chapter, we introduce Joint Causal Inference (JCI), a power-

ful formulation of causal discovery over multiple datasets that allows

to jointly learn both the causal structure and targets of interventions

from statistical independences in pooled data. Compared with existing

constraint-based approaches for causal discovery from multiple data

sets, JCI o�ers several advantages: it allows for several di�erent types

of interventions in a uni�ed fashion, it can learn intervention targets,

it systematically pools data across di�erent datasets which improves

the statistical power of independence tests, and most importantly, it im-

proves on the accuracy and identi�ability of the predicted causal rela-

tions. A technical complication that arises in JCI are the occurrence

of faithfulness violations due to deterministic relations. We propose a

simple but e�ective strategy for dealing with this type of faithfulness

violations. We implement it in ACID, a determinism-tolerant extension

of ACI, described in the previous chapter. We illustrate the bene�ts of

JCI with ACID with an evaluation on a simulated dataset.

59
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3.1 introduction

In the recent literature there have been several proposals for combin-

ing observational and experimental data to discover causal relations,

showing that this combination can improve greatly on the accuracy

and identi�ability of the predicted causal relations. Some of the pro-

posed methods are score-based, e.g., [15, 74, 18, 29, 56], while others,

e.g., [74, 11, 33, 75, 59, 5], are constraint-based.

In this chapter, we present Joint Causal Inference (JCI), a formu-

lation of causal discovery over multiple datasets in which both the

causal structure and targets of interventions are jointly learnt from

independence test results in pooled data. A related approach was al-

ready proposed for score-based methods by Eaton and Murphy [18],

but here we show how it can be extended such that constraint-based

methods can be employed. Our goal is to combine the idea of joint

inference from observational and experimental data from Eaton and

Murphy [18] with the advantages that constraint-based methods have

over score-based methods, namely, the ability to handle latent con-

founders and selection bias naturally in a nonparametric approach,

and, especially in the case of logic-based methods, an easy integra-

tion of background knowledge.

Existing constraint-based methods for multiple datasets typically

learn the causal structure on each dataset separately and then merge

the learnt structures, e.g., [11, 33, 75, 5]. The merging process de-

pends on the type of interventions, and most existing methods sup-

port only perfect interventions on known targets. Instead, JCI: (1)

allows for several di�erent types of interventions in a uni�ed fash-

ion; (2) can learn the intervention targets; (3) systematically pools

data across di�erent datasets, which improves the statistical power

of independence tests; and (4) improves the identi�ability and accu-

racy of the predicted causal relations.

On the other hand, JCI poses challenges for current constraint-

based methods because of their susceptibility to violations of the

Causal Faithfulness assumption. Speci�cally, JCI induces faithfulness

violations due to deterministic relations, which would typically result

in erroneous inferences with standard constraint-based methods. We

propose a simple but e�ective strategy for dealing with this type of

faithfulness violations. The strategy can be applied to any constraint-
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based causal discovery method for observational data that can han-

dle partial inputs, i.e. missing results for a certain independence test,

thus extending it to a JCI method that can handle a combination of

observational and experimental data. We implement the strategy in

ACID (Ancestral Causal Inference with Determinism), a determinism-

tolerant extension of ACI, the logic-based causal discovery method

introduced in the previous chapter. In our evaluation on synthetic

data we show that JCI with ACID improves on the accuracy of the

causal predictions with respect to simply merging separately learned

causal graphs, illustrating the advantage of joint causal discovery.

3.2 preliminaries

In this section we review a few useful concepts from the related work

and introduce the notation we use in the rest of the chapter. Most

of the concepts described here are explained in detail in the semi-

nal books by Pearl [58] and Spirtes et al. [71]. In the following, we

represent variables with uppercase letters, while sets of variables are

denoted by boldface.

3.2.1 Graph terminology

Throughout the chapter we assume that the data generating process

can be modeled by a causal Directed Acyclic Graph (DAG) that may

contain latent variables. For simplicity, we do not consider selection

bias. A directed edge X → Y in the causal DAG represents a direct

causal relationship of cause X on e�ect Y. We then say that X is a

parent of Y, and denote the set of parents of Y as pa(Y). A sequence

of directed edges X1 → X2 → · · · → Xn is a directed path. If there

is a directed path from X to Y (or X = Y) then X is an ancestor of Y

(denoted as X 99K Y). We denote the set of ancestors of Y as an(Y).

If there is no directed path from X to Y (and X 6= Y) we denote this

as X 699K Y. A sequence of unique nodes 〈X1, . . . ,Xn〉 such that each

pair {Xi,Xi+1} is connected by an edge is called a path. A collider is

a node on a path that has two incoming arrow heads from both its

neighboring nodes on the path, i.e., a node Xi on a path of the form

Xi−1 → Xi ← Xi+1. Any other node on a path (including the end

nodes X1,Xn) is called a non-collider.
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For a set of variablesW, we extend the de�nition of parents pa(W)

to the union of all parents of any variable W ∈ W. We similarly

de�ne an(W) as the set of ancestors of all W ∈ W. We write that

X 99K W if there exists at least one e�ect Y ∈ W that has X as an

ancestor, i.e., X 99K Y. We write X 699K W if X 699K Y for all Y ∈W.

3.2.2 Independences and d-separation

For disjoint sets of random variables X,Y ,W, distributed according

to a joint probability distribution P, we denote the conditional inde-

pendence of X and Y given W in P as X ⊥⊥ Y |W [P], and condi-

tional dependence as X 6⊥⊥ Y |W [P]. We often omit [P] when it is

obvious from the context which probability distribution we are re-

ferring to. We call the cardinality |W| the order of the conditional

(in)dependence relation.

A well-known graphical criterion for DAGs, with many implica-

tions for causal discovery, is d-separation [58, 71]:

De�nition 1. For disjoint sets of variablesX,Y ,W in a DAG G, we say

that X is d-separated from Y by W in G, written X ⊥d Y |W [G], i�

every path π in G that connects any X ∈ X with any Y ∈ Y is blocked

byW, i.e. at least one of the following holds:

• π contains a collider not in an(W), or

• π contains a non-collider inW.

The opposite, i.e., d-connection, is denoted as X 6⊥d Y |W [G]. We omit

[G] from the notation when it is obvious which DAG we refer to.

The following two key assumptions for constraint-based causal dis-

covery have been thoroughly discussed in literature (see e.g., [71]).

They connect conditional independences in the observational distri-

bution P with d-separations in the underlying causal DAG G.

• Causal Markov Assumption: d-separation in the causal DAG G

implies conditional independence in the observational distribu-

tion P. For all disjoint sets of variables X,Y ,W:

X ⊥d Y |W [G] =⇒ X ⊥⊥ Y |W [P],
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which can also be expressed contrapositively as:

X 6⊥⊥ Y |W [P] =⇒ X 6⊥d Y |W [G].

• Causal Faithfulness Assumption: the inverse, i.e., for all disjoint

sets of variables X,Y ,W:

X ⊥⊥ Y |W [P] =⇒ X ⊥d Y |W [G].

If we assume both the Causal Markov and Causal Faithfulness as-

sumptions to hold, the conditional independences of the observa-

tional distribution correspond one-to-one with d-separations in the

causal DAG. This setting is very favourable for causal discovery, thus

both assumptions are usually made in constraint-based approaches.

3.2.3 Deterministic relations and faithfulness violations

Although often reasonable, the Causal Faithfulness assumption is vi-

olated in some cases, notably in the common case of deterministic re-

lations among variables, e.g., for Structural Causal Model equations

[58] in which there is no noise term. Some of the faithfulness vio-

lations related to determinism are captured by an extension to the

d-separation criterion, the D-separation criterion, �rst introduced by

Geiger et al. [26] and later extended with some important di�erences

by Spirtes et al. [71]. Under the Causal Markov assumption, the for-

mulation of D-separation presented by Geiger et al. [26] is proven to

be complete for the restricted setting where determinism arises only

due to functionally determined relations, de�ned recursively as vari-

ables that are fully determined by their parents, or more precisely:

De�nition 2. A variable X is functionally determined by a set W

for a given DAG G if X ∈ W, or all parents of X are functionally

determined byW.

We show an example of faithfulness violations due to a function-

ally determined relation in Figure 12 (left). Following Geiger et al.

[26], we represent the variables resulting from structural equations

without noise terms with a double circled node.

In Section 3.8 of their book, Spirtes et al. [71] extend D-separation

to model also some deterministic relations that are due to variables
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X

Y

ZU

Y = f(X) =⇒
Y 6⊥d Z |X Y ⊥⊥ Z |X
Y 6⊥d U |X Y ⊥⊥ U |X
Z 6⊥d U |X Z ⊥⊥ U |X

Functionally determined example

X

Z
U Y

S

Y = X⊕ S =⇒
X 6⊥d U | {S, Y} X ⊥⊥ U | {S, Y}
X 6⊥d Z | {S, Y} X ⊥⊥ Z | {S, Y}
Z 6⊥d U | {S, Y} Z ⊥⊥ U | {S, Y}

Non-functionally determined example

Figure 12: Examples of faithfulness violations: In the left example, we

show a set of faithfulness violations due to a functionally deter-

mined relation, in which the parent X fully determines the child

Y. In the right example, X and S are binary variables and ⊕ is

the XOR function. Conditioning on {S, Y} fully determines X,

even though {S, Y} are not ancestors of X. This creates a series

of non-trivial faithfulness violations, listed below the graph. In

both graphs, we represent the variables resulting from structural

equations without noise terms with a double circled node.

being determined when conditioning on their non-ancestors. In Fig-

ure 12 (right) we show an example in which the de�nition of D-sepa-

ration from Geiger et al. [26] fails to capture the faithfulness violation

due to the deterministic relation between non-ancestors of X, but the

extended D-separation by Spirtes et al. [71] correctly captures it.

Although the version of D-separation by Spirtes et al. [71] retains

completeness for the restricted case of functionally determined rela-

tions, it is not proven to be complete in general. Nevertheless, Spirtes

et al. [71] introduce several useful concepts for handling general de-

terministic relations, so we summarize their �ndings here, adapting

them to our notation. We start with the assumption that we have

complete knowledge of all deterministic relations in the system.

Assumption 1. D is a complete set of all the deterministic relations

among variables, where each entry 〈{V1, . . . ,Vn−1},Vn〉 in the set in-

dicates that variable Vn is a deterministic function of {V1, . . . ,Vn−1},
but it is not of any strict subset of {V1, . . . ,Vn−1}.
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For example, in Figure 12 left, D = {〈{X}, Y〉}, and in Figure 12

right, D = {〈{X,S}, Y〉, 〈{Y,X},S〉, 〈{Y,S},X〉}. This assumption is

not as restrictive as it may seem, because in practice one can easily

reconstruct deterministic relations in the data by using several stan-

dard methods. We use D to de�ne a function that maps a given set

of variables W to the set of all variables that are determined by W:

De�nition 3. Given a set of variables W and a complete set of de-

terministic relations D, we de�ne Det(D(W)) as the set of variables

determined according toD by (a subset of)W. We omit D, using only

Det(W), if it is obvious from the context which set we are referring to.

Note that Det(D(W)) trivially includes W itself. Also, any vari-

able with constant value is by de�nition in Det(D(W)) for all W as

it is determined by ∅. Following Spirtes et al. [71], we can use Det()

to extend d-separation for deterministic relations.

De�nition 4. Given a DAG G, three disjoint sets of variables X,Y ,W,

and the complete set of deterministic relationsD, we de�ne X and Y to

be D-separated by W w.r.t. D and G, denoted as X ⊥D Y |W [D,G],
i� for every path π in G between any X ∈ X and any Y ∈ Y , at least

one of the following holds:

• π contains a collider not in an(W), or

• π contains a non-collider
1
in Det(D(W)).

If Det(D(W)) = W, D-separation reduces to standard d-separation.

We omit D and G if it is obvious from the context which set and graph

we are referring to.

Under the Causal Markov Assumption, this formulation of D-sepa-

ration is proven to imply independence [71]. More precisely:

X ⊥D Y |W [D,G] =⇒ X ⊥⊥ Y |W [P]

if P is Markov with respect to G and D is the complete set of de-

terministic relations that hold in P. For functionally determined rela-

tions, this version of D-separation is complete, i.e., it completely iden-

ti�es all additional independences due to functionally determined re-

lations, because in that setting it reduces to the version of D-separa-

tion by Geiger et al. [26], which was shown to be complete.

1
Note that we also refer to the end nodes of a path as non-colliders.
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3.3 related work

Given a set of observational and interventional datasets, most con-

straint-based methods that handle multiple datasets learn the causal

structure from each dataset separately and then merge the learned

structures, e.g., [11, 33, 75, 5]. Some of these methods, e.g., COm-

bINE [75], perform these two steps sequentially, applying a greedy

procedure to resolve any potential con�ict from the causal structures

learnt in the �rst step. Others, e.g., HEJ [33], combine learning and

merging in a single procedure, solving potential con�icts by formulat-

ing an optimization problem. A recent approach, ETIO [5], combines

the aspects of the previous approaches by learning and merging in a

single procedure, but using a greedy algorithm for resolving con�icts.

Merging causal structures learnt on each dataset separately has

several drawbacks with respect to a method that can jointly use all

datasets, as for example the score-based method from Eaton and Mur-

phy [18]. First, merging approaches require known targets and can-

not learn the targets of the interventions, since this type of infor-

mation is only available when considering multiple datasets jointly.

Moreover, they cannot take advantage of certain interventional da-

tasets, e.g., in the case of a single data point per interventional set-

ting, as for example happens in a popular genomics dataset [37]. Two

other important drawbacks are a loss of statistical power because of

the separation into smaller isolated datasets, and, as we will show

with some examples in Section 3.4.1, less identi�able relations with

respect to a joint causal inference method.

There is some related work on special cases in which to apply

constraint-based methods with mixtures of observational and exper-

imental datasets, e.g., [74, 19, 42, 59, 5], but the problem has not been

systematically formalized in a general framework yet. In particular,

to the best of our knowledge, no existing work addresses learning

the intervention targets, possibly jointly with the causal graph, from

independence tests.

The approach described by Tian and Pearl [74] learns the causal

structure by combining a standard constraint-based method on obser-

vational data with information extracted from changes in the marginal

probability of each variable. This information can be extracted from

a sequence of (interventional) datasets by comparing each pair of da-



3.3 related work 67

tasets in the sequence, under the assumption that the only di�erence

between the two datasets is a mechanism change on a single known

variable. This is a quite restrictive assumption in practice.

Other approaches describe su�cient, although restrictive, condi-

tions under which pooling data does not change the conditional dis-

tribution of the variables under consideration. In particular, Eber-

hardt [19] describes how naively pooling data from di�erent exper-

imental settings, while discarding the information of which experi-

mental setting a sample was taken, may give wrong results. Thus

Eberhardt [19] proposes a su�cient condition that allows one to pool

data for a given independence test when the conditional distribution

of the tested variables is the same in all experimental conditions. La-

gani et al. [42] present two other approaches: (i) perform the condi-

tional independence tests separately in each dataset, then de�ne the

pooled dependence as a disjunction of the single dependences; (ii)

pool experimental conditions that di�er only in the value of at most

one intervened variable. Both of these approaches describe restric-

tive conditions in which one can pool datasets, while in this chapter

we argue that, when done systematically, e.g., as we will show in the

next section, one can always pool all available datasets.

Approaches like Invariant Causal Prediction (ICP) [59] focus on

certain speci�c combinations of independence tests performed jointly

on all datasets. ICP is a causal discovery method that looks for invari-

ance across di�erent experimental settings, returning a conservative

subset of ancestors (or parents, if one assumes there are no latent

confounders) for a given target variable Y. The main assumption

is that the conditional distribution of Y given its parents does not

change in the di�erent interventional settings (in particular, that Y

is not directly intervened upon). This assumption is also referred to

as invariance or modularity [58, 71]. Since the method searches for

patterns that are invariant across di�erent settings, it can safely pool

together a subset of settings in a new virtual “experimental” setting

to increase the statistical power for settings with few data. On the

other hand, as we show with some examples in Section 3.4.2, the con-

servativeness of the ICP estimates sometimes signi�cantly reduces

the causal information that can be inferred. Like ICP, JCI makes an

invariance assumption that allows it to combine di�erent datasets.
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This assumption is that the causal structure is invariant across exper-

imental settings (but model parameters are allowed to change).

3.4 jci: joint causal inference

We propose to model jointly with a single causal graph n observa-

tional or experimental datasets {Dr}r∈{1,...,n}. We assume that there

is a unique underlying causal DAG GX in all of these datasets, de-

�ned over the same set of variables that we call the system variables,

{Xj}j∈X, some of which are possibly hidden.

Each dataset Dr has an associated joint probability distribution

Pr((Xj)j∈X) and represents the dr data points collected after a set

of interventions on possibly unknown intervention targets. In the

context of this chapter, observational data are simply datasets with

an empty set of interventions. We assume each distribution Pr (r =

1, . . . ,n) to be Markov and faithful with respect to the causal DAG

GX. This assumption precludes certain types of interventions, no-

tably, perfect interventions [58]. On the other hand, it allows for

many other types of interventions, e.g., soft interventions [52], mech-

anism changes [74], fat-hand interventions [18], activity interven-

tions [56], (see also a short review in Section 2.4.5), as long as they do

not induce new (in)dependences, which can be seen as modi�cations

to the underlying DAGGX. Interventions that do not change the un-

derlying graph are called parametric (or sometimes confusingly, soft)

interventions [20].

Using the terminology from Dawid [17], we call the di�erent distri-

butions in the datasets regimes. In related work di�erent names have

been used, e.g., experimental conditions or environments [56, 59]. We

introduce two types of dummy variables in the data:

• a regime variable R, representing which dataset Dr a data

point is from, i.e., ∀r = 1, . . . ,n, R = r for data from Dr.

• intervention variables {Ii}i∈I, which are deterministic func-

tions of the regime. Intervention variables represent the in-

terventions performed in each dataset. In absence of any in-

formation on the interventions in the datasets, we can use as

intervention variables the indicator variables for each dataset.

We can now state the main assumption of JCI.
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Assumption 2. We assume that the causal relations between system

variables {Xj}j∈X and the introduced dummy variables R and {Ii}i∈I
can be represented as an acyclic Structural Causal Model (SCM)Mwith

jointly independent exogenous variables {Ek}k∈X∪{R}:
R = ER,

Ii = gi(R), i ∈ I,

Xj = fj(XpaX(Xj), IpaI(Xj),Ej), j ∈ X,

p
(
(Ek)k∈X∪{R}

)
=

∏
k∈X∪{R}

p(Ek).

Here, paX(Xj) are the system variable parents of Xj, while paI(Xj)

denote its intervention parents and Ej is the exogenous parent of Xj.

The distribution Pr corresponding to datasetDr is p((Xj)j∈X |R = r).

We denote the corresponding causal DAG asG. The Causal Markov

assumption holds by construction. We show an example in Figure 13,

where we model four datasets with the same underlying causal DAG.

The JCI assumptions are applicable when the value of the regime/in-

tervention variables are determined by the experimenter before the

system variables are measured. More generally, the assumption is

that the system variables cannot cause the regime/intervention vari-

ables. In addition, we assume that the values set by the experimenter

are chosen independently of any other possible cause of the system

variables. In other words, we assume there to be no confounders be-

tween the regime variable and the system variables, or between the

intervention variables and the system variables.

For the purposes of causal discovery as intended in this chapter,

there is nothing else that really distinguishes the regime/intervention

variables from the system variables: they can both be considered to be

random variables, where the distribution of the regime/intervention

variables just re�ects the empirical distribution of the experimental

design chosen by the experimenter. Moreover, there is no distinction

between observational and experimental datasets, allowing for sev-

eral observational datasets, possibly from di�erent contexts.

Intervention variables are functions of the regime variable, and do

not have any associated noise. This means that they are determined

by the regime. We represent these functions as a matrix:
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D1 (20
◦
, no drug):

X1 X2 X4

0.1 0.2 0.5

. . . . . . . . .

. . .

D4 (30
◦
, drug):

X1 X2 X4

2.2 3.4 1.5

. . . . . . . . .

R I1 I2 X1 X2 X4

1 20
◦

0 0.1 0.2 0.5

1 20
◦

0 . . . . . . . . .

2 20
◦

1 0.1 3.1 0.6

2 20
◦

1 . . . . . . . . .

3 30
◦

0 2.3 1.3 1.4

3 30
◦

0 . . . . . . . . .

4 30
◦

1 2.2 3.4 1.5

4 30
◦

1 . . . . . . . . .

R

I1 I2

X1

X2

X3

X4

Figure 13: Prototypical example of JCI setting: A set of four experimen-

tal datasets in raw form (top left), in a pooled tabular form with

the addition of dummy variables (top right) and as a causal DAG

G (bottom) representing the causal structure of the system vari-

ables X1, . . . ,X4, regime variable R and intervention variables

I1, I2. The intervention variable I1 represents the temperature

at which each experiment was performed, while I2 represents

the addition of a drug in some of the experiments.

De�nition 5. We de�ne the experimental designmatrix as the ma-

trix representing the functional relations between R and each interven-

tion variable Ii, and the corresponding probabilities of the regime vari-

able p(R = r) = dr
Σs∈{1,...,n}ds

, where ds is the number of data points in

dataset Ds.

We assume that the intervention variables are complete in the sense

that every e�ect of the regime variable is mediated through an inter-
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R I
Akt-Inh

IU0126 IICAM p(R)

1 0 1 0 0.375

2 1 0 0 0.125

3 0 1 1 0.2

4 1 0 1 0.3

R I
drug

IICAM p(R)

1 0 0 0.375

2 1 0 0.125

3 0 1 0.2

4 1 1 0.3

Table 6: Example of experimental design matrix with additional determinis-

tic relations beyond the ones allowed in JCI (left) and a reduced ver-

sion with only allowed deterministic relations (right). In the right

version we joined I
Akt-Inh

and IU0126 in a single intervention vari-

able I
drug

representing the addition of a single drug (U0126 when

the value is 0, Akt-Inh when it is 1).

vention variable. In other words, we assume that there are no direct

e�ects of R on any of the system variables.

In general, other deterministic relations between dummy variables

may arise. For example, consider the example in Table 6 left in which

IAkt-Inh represents a drug that was added when the regime is an odd

number, while IU0126 indicates another drug that was added when the

regime is an even number. These two variables determine each other.

Even though this is clear from the experimental design matrix, it is

not visible in the causal in�uence diagram.

In this chapter, we focus on a special case by allowing only cer-

tain types of deterministic relations. We assume that the regime R

determines each of the intervention variables {Ii}i∈I. Optionally, we

allow one additional deterministic relation, namely that all interven-

tion variables {Ii}i∈I together determine the regime R. We assume

that there are no other deterministic relations.

Assumption 3. The deterministic relations that hold in the joint distri-

bution P(R, {Ii}i∈I, {Xj}j∈X) are 〈{R}, Ii〉 for all i ∈ I, and optionally,

〈{Ii}i∈I,R〉. No other deterministic relations hold in the joint distribu-

tion P.

In practice, one can often “normalize” a system that does not sat-

isfy this assumption. For example, the experimental design matrix

in Table 6 left contains also deterministic relations that are not al-

lowed in JCI, but that arise from “redundant” intervention variables.
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Table 6 right shows how joining two intervention variables can yield

a “normalized” system that satis�es the JCI assumptions.

D-separation has been shown to be sound [71], but was only con-

jectured to be complete. We prove that in our restricted setting, D-

separation is actually complete.

Theorem 3. Under Assumptions 1–3, D-separation is complete, i.e., it

gives all conditional independences entailed by the assumptions.

Proof. First we consider the case that the regime variable R is not

determined by the intervention variables. Then, all deterministic re-

lations are functionally determined relations (see De�nition 2), as

they correspond to each intervention variable being a function of

the regime variable only. The notion of D-separation introduced by

Geiger et al. [26] is proved to be sounds and complete under the

Causal Markov assumption for functionally determined relations. If

all deterministic relations are functionally determined relations, then

their notion of D-separation is equivalent to the one by Spirtes et al.

[71] that we use here. Thus the statement follows.

For the case in which the regime variable R is determined by the

intervention variables, we will show that the D-separations do not

change by removing the deterministic relation that the regime vari-

able R is determined by all intervention variables {Ii}i∈I. Let D de-

note the complete set of deterministic relations according to M and

assume 〈{Ii}i∈I,R〉 ∈ D. Let D∗ = D \ 〈{Ii}i∈I,R〉. Let G be the

DAG associated with M. We claim that for disjoint sets of variables

X,Y ,W:

X ⊥D Y |W [D,G] ⇐⇒ X ⊥D Y |W [D∗,G].

Assume X ⊥D Y |W [D,G] and X 6⊥D Y |W [D∗,G]. This can

only happen when {Ii}i∈I ⊆ W, because otherwise Det(D(W)) =

Det(D∗(W)) and then the two D-separations are identical by de�ni-

tion. So there must exist a path π in G that is D-open w.r.t. D∗ but

D-closed w.r.t. D. This means it must contain R as a non-collider.

Also, R /∈W otherwise the path would be closed w.r.t. D∗. Since X

and Y are disjoint, π must contain at least one other node that is ad-

jacent to R, which must be one of the intervention variables {Ii}i∈I.

Since the intervention variables can only be non-colliders on π by
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the JCI assumptions, and {Ii}i∈I ⊆W, they must d-block π. Hence

we have arrived at a contradiction: π cannot be D-open w.r.t. D∗.

Moreover, X 6⊥D Y |W [D,G] and X ⊥D Y |W [D∗,G] cannot

happen, because d-separations are the same for D and D∗, and D∗ ⊂
D, so there cannot be additional D-separations w.r.t. D∗ compared

to the D-separations w.r.t. D. Therefore, removing this particular

deterministic relation does not change the D-separation statements,

and hence completeness follows also for this case.

We conjecture that for the more general case of arbitrary determin-

istic relations between dummy variables, e.g., Table 6 left, D-separa-

tion as de�ned by Spirtes et al. [71] is still complete, but we leave the

proof for future work.

The completeness of D-separation is important in the JCI context

because it motivates a relaxation of the standard Causal Faithfulness

assumption. In our setting, the standard assumption is too restrictive,

so we relax it to allow for violations due to deterministic relations

between the regime and the intervention variables. We de�ne our

relaxed version, that we call D-Faithfulness assumption, as follows:

Assumption 4 (D-Faithfulness). For three disjoint sets of variables

X,Y ,W and a probability distribution P that satis�es both the Causal

Markov assumption for G and the set of deterministic relations D, we

assume that X ⊥⊥ Y |W [P] =⇒ X ⊥D Y |W [D,G].

This assumption, in conjunction with the previous ones, implies

that in JCI independences correspond one-to-one with D-separations,

which paves the road for constraint-based causal discovery
2
. The

completeness of D-separation suggests that this relaxation is “tight”,

i.e., we only relax the standard Causal Faithfulness assumption to

allow for the extra independences that are due to the deterministic

relations in Assumption 3, but not any more.

Under Assumptions 1–4, we de�ne Joint Causal Inference (JCI) as

the problem of inferring the causal DAG G from the distributions

(Pr)r=1,...,n or from �nite samples (Dr)r=1,...,n of those. Moreover,

2
A consequence of D-Faithfulness is that intervention variables should be pair-

wise dependent (also when conditioning on a subset of them). This excludes some

experimental design matrices, e.g. a matrix similar to Table 6, but where P(R =
r) = 0.25 for all r. In practice, we can often alleviate this problem, e.g. by dropping

some data points.
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D1 (observational):

X1 X2

D2 (parametric

intervention):

X1 X2

Identi�able (non)causal

relations in D1: ∅

Identi�able (non)causal

relations in D2: ∅

Identi�able relations

after merging: ∅

I1

X1

X2

JCI method

Figure 14: A simple example in which JCI improves identi�ability:
Consider two datasets with the same underlying DAG, one of

which has a parametric intervention (left). If we try to learn the

causal relations between X1 and X2 (possibly in the form of a

PAG [71]) in each dataset separately and then merge them, as

e.g., in COmbINE [75], we cannot learn the causal direction, but

only that they are dependent (middle). JCI adds more variables

and thus conditional independence tests that allow to distinguish

the direction (right). Here, since R = I1, without loss of general-

ity we can represent only I1. See details in the main text.

we call any causal discovery method that can solve a JCI instance a

JCI method. We will show in Section 3.4.2 that the ideas behind some

previous approaches, e.g., [59], can be seen as special cases of JCI.

3.4.1 JCI improves on the identi�ability w.r.t. merging learnt graphs

As already mentioned, formulating causal inference on multiple da-

tasets as JCI o�ers several advantages with respect to the approaches

in which the causal graphs are learnt separately from each dataset

and then merged. One of the advantages is the improved identi�abil-

ity. In this section, we show a few examples, where, for simplicity,

we assume oracle inputs and model only the regime variable (rather

than the regime variable and a single intervention variable).

In Figure 14 we show a simple example in which JCI improves iden-

ti�ability. In the absence of information on the intervention targets,

we cannot identify the causal direction between the variables when

we learn the structures separately and then combine them. In the

same case, a JCI method is able to correctly reconstruct the causal
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D1 (observational):

X1 X2 X3

D2 (parametric

intervention on X1, X3)

X1 X2 X3

Ancestral relations:

(X1 99K X2)∨ (X3 99K X2)

Identi�able (non)causal

relations in D1:

X1 6→ X3, X3 6→ X1

Identi�able (non)causal

relations in D2:

X1 6→ X3, X3 6→ X1

Identi�able relations

after merging:

X1 6→ X3, X3 6→ X1

I1

X1

X2

X3

JCI method

Figure 15: A more complex example in which JCI improves identi�-
ability: If we have background knowledge on the intervention

targets, e.g., we know that in one of the datasetsX1 andX3 are in-

tervened upon (left), we can use this information to extract some

extra background knowledge in the form of ancestral relations.

Merging separately learnt causal structures and this extra knowl-

edge, as done e.g. by ACI (possibly in combination with HEJ [33]),

is still not enough to recover the causal structure (middle). In-

stead, a JCI method can identify the true causal structure, more

precisely the ADMG (right). Since R = I1, we can represent only

I1. See details in the main text.

structure by using additional conditional independence tests with the

intervention variable, speci�cally, I1 6⊥⊥ X1, I1 6⊥⊥ X2, I1 ⊥⊥ X2 |X1,

I1 6⊥⊥ X1 |X2 and X1 6⊥⊥ X2 | I1. Using the background knowledge

from JCI that system variables cannot cause the intervention vari-

able I1, i.e., X1 699K I1 ∧ X2 699K I1, and that there are no latent con-

founders between I1 and the system variables, we can infer I1 → X1,

X1 → X2 and that there are no latent confounders with any JCI me-

thod supporting direct causal relations. Note that in this example,

since there are only two datasets, R = I1, so for simplicity we repre-

sent only I1.

If for each datasets the targets of the intervention are known, then

it is possible to retrieve their descendants (and non-descendants) by

checking which variables change in each interventional dataset with

respect to the observational case. This technique was successfully
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applied in ACI to retrieve a list of weighted ancestral relations that

could be used as background knowledge. For example, if one were

to know that X1 is the intervention target in D2 in the example in

Figure 14, the change in X2 in D2 with respect to D1 would imply

that X1 99K X2.

Although (weighted) ancestral relations help in simple cases as the

previous example, in general they cannot reproduce the same results

as JCI. An example is given in Figure 15. In this case, knowing that

in dataset D2 the intervention targets are X1 and X3, and observ-

ing that X2 changes signi�cantly, allows us to reconstruct that one

of these targets causes X2, which is not enough to reconstruct the

causal graph by merging the PAGs learnt from each dataset sepa-

rately. Instead, a JCI method that supports direct causal relations

can take advantage of the additional conditional independence tests

with the regime variable and infer the complete DAG:

Proposition 1. In the example in Figure 15, a JCImethod that supports

direct causal relations can reconstruct correctly the underlying causal

graph, more precisely the acyclic directed mixed graph (ADMG), from

oracle independence test results.

Proof. For readability, we provide the proof in Section 3.9.

3.4.2 Reformulation of related work ideas as special cases of JCI

Local Causal Discovery (LCD) [14] is a simple algorithm that searches

for variables X, Y,W that satisfy the pattern W → X → Y, where

W is a variable not caused by any other variable under consideration.

We can apply LCD to multiple observational and experimental data-

sets with parametric interventions by using R asW, since the regime

variable is by assumption not caused by any other variable. Then

LCD can be summarized as:

(R 6⊥⊥ X)∧ (X 6⊥⊥ Y)∧ (R ⊥⊥ Y |X) =⇒ (X 99K Y).

This rule can be seen as a restricted case of the JCI setting, in which

we can iteratively pick pairs of variables (X, Y) and apply the above

rule to detect a subset of the causal graph.

An extension of this approach is used in Invariant Causal Predic-

tion (ICP) [59]. ICP also considers the regime variable R (which is
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R X1 X2 Y

ICP: ân(Y) = ∅
JCI method: p̂a(Y) = {X2}

R I1 X2 Y

ICP: ân(Y) = ∅
JCI method: p̂a(Y) = {X2}

Figure 16: Two examples in which ICP is overly conservative in the
JCI setting: In the left example, for variable Y ICP �nds several

sets S that satisfy R ⊥⊥ Y |S, e.g., {X1}, {X2} and {X1,X2}, but

their intersection is ∅. Instead, a JCI method that supports direct

causal relations will correctly infer that the single parent of Y is

X2. In the right example, naively adding intervention variables

does not allow to estimate the ancestors of a variable Y, which

would otherwise be estimated correctly.

called the discrete environment variable in that work), but it does not

model the intervention variables, see Appendix of [59]. ICP is a com-

plex and well-developed method that o�ers also con�dence intervals

for the causal predictions. On the other hand, its main idea is sur-

prisingly simple and elegant, and as we will show here, related to JCI.

Given a target variable Y that is not directly intervened upon, we can

reformulate the main idea of ICP as the search for the intersection of

all the sets S such that R ⊥⊥ Y |S:

S∗ =
⋂

S:R⊥⊥Y |S

S. (18)

In the absence of latent confounders, S∗
is a conservative estimate

of a subset of the parents of Y, even when the Causal Faithfulness

assumption is violated. If we cannot exclude the presence of latent

confounders, as in the JCI setting, then ICP requires the Causal Faith-

fulness assumption to provide S∗
as an estimate of a subset of the

ancestors of Y. We can see this reformulation of the main ICP idea as

a special case of JCI that extends LCD with a conservative estimate.

In principle, one could easily integrate the conservative estimate (18)

in a JCI method to provide more accurate estimates for the top pre-

dictions, but we leave this for future work.

On the other hand, depending on the set of interventions in the

available datasets, ICP may be overly conservative compared to JCI.

Besides the restriction on the variable Y not to be directly intervened
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upon in any dataset, which is not necessary in JCI, there are some

other cases in which ICP provides an overly conservative estimate of

the set of ancestors. We show two examples in Figure 16. Speci�cally,

in the left example the estimated set of ancestors for a variable Y that

is two hops away from the intervened variable X1 is empty, while a

JCI method that supports direct causal relations can �nd the correct

parent set {X2}. Similarly, as shown in the right example, naively

adding the intervention variables reduces the applicability of ICP to

only estimate ancestors of variables that are directly intervened upon

(e.g., X2). This naive addition would allow ICP to learn the interven-

tion targets, but not the structure of the causal graph.

3.5 extending constraint-based methods for jci

Joint Causal Inference provides some challenges for current constraint-

based methods:

• faithfulness violations due to deterministic relations between

the dummy variables,

• the availability of complex background knowledge (i.e., not lim-

ited to the presence/absence of edges or ancestral relations) on

the dummy variables that can improve structure learning and

recover from some of the faithfulness violations (e.g., R can

only cause a system variable through an intervention variable).

There is some work on dealing with faithfulness violations in the PC

algorithm [43], but it assumes causal su�ciency (in our context, no

hidden variables in G), and cannot handle background knowledge.

Logic-based constraint-based algorithms, e.g., [33, 75], or ACI, can

handle complex background knowledge and causal insu�ciency, but

the existing implementations cannot deal in general with faithfulness

violations due to deterministic relations. Speci�cally, some of these

methods, e.g., HEJ [33] and ACI, can recover from limited faithful-

ness violations, if the con�dence in the wrong input is su�ciently

low, but this is not typically the case with many faithfulness viola-

tions due to deterministic relations. For example, consider the case

in which X is near-determined by Z. A potential faithfulness viola-

tion as X ⊥⊥ Y |Z will typically have a higher con�dence than most

other independence statements.



3.5 extending constraint-based methods for jci 79

Here we propose a simple but e�ective strategy for dealing with

faithfulness violations due to deterministic relations. We rephrase

the constraints of a constraint-based algorithm in terms of d-sepa-

rations and d-connections, instead of independence test results. At

testing time we decide for each independence test result which d-

separation or d-connection can be soundly derived from it and pro-

vide these d-separations and d-connections as input to the modi�ed

constraint-based algorithm.

Before introducing the rules that we use to derive sound d-sepa-

rations and d-connections from input independence test results, we

�rst summarise the basic properties of conditional independence orig-

inally introduced by Dawid [16], which we will use to prove an in-

termediate lemma. We follow the notation and ordering from a more

recent publication [13]:

Proposition 2. Let X, Y,Z,W be random variables. We writeW � Y
to denote thatW is a function of Y, or in other wordsW = f(Y) for a

measurable function f. Then the following properties hold:

1. X ⊥⊥ Y |Z ⇐⇒ Y ⊥⊥ X |Z,

2. X ⊥⊥ Y |X,

3. X ⊥⊥ Y |Z andW � Y =⇒ X ⊥⊥W |Z,

4. X ⊥⊥ Y |Z andW � Y =⇒ X ⊥⊥ Y | (Z,W),

5. X ⊥⊥ Y |Z∧X ⊥⊥W | (Y,Z) =⇒ X ⊥⊥ (Y,W) |Z.

Lemma 4. ForX, Y,W disjoint (sets) of random variables and random

variable F �W:

X ⊥⊥ Y |W ⇐⇒ X ⊥⊥ Y |W ∪ {F}.

Proof. This is a simple consequence of the properties of conditional

independence that we reviewed in Proposition 2. We �rst show one

direction of the implication:

X ⊥⊥ (W, Y) | (W, Y) (Prop. 2) =⇒ X ⊥⊥ F | (W, Y) (Prop. 3).

X ⊥⊥ Y |W∧X ⊥⊥ F | (W, Y) =⇒ X ⊥⊥ (Y, F) |W (Prop. 5)

=⇒ X ⊥⊥ (Y, F) | (W, F) (Prop. 4)

=⇒ X ⊥⊥ Y | (W, F) (Prop. 3)
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And for the other direction:

X ⊥⊥ Y | (W, F)∧X ⊥⊥ F |W =⇒ X ⊥⊥ (F, Y) |W (Prop. 5)

=⇒ X ⊥⊥ Y |W (Prop. 3).

We can now use Lemma 4 to prove a sound conversion from D-se-

paration statements to d-separation statements:

Theorem 4. For some set of variablesW, let Det(W) denote the vari-

ables determined by (a subset of)W (see De�nition 3). Let X, Y be two

di�erent variables that are disjoint from Det(W). Under the Causal

Markov and D-Faithfulness assumptions, the following holds:

X ⊥D Y |W ⇐⇒ X ⊥d Y |Det(W).

Proof. The following equivalences hold:

X ⊥D Y |W ⇐⇒ X ⊥⊥ Y |W ⇐⇒ X ⊥⊥ Y |Det(W) (Lemma 4)

⇐⇒ X ⊥D Y |Det(W) ⇐⇒ X ⊥d Y |Det(W).

The �rst equivalence follows from the Causal Markov and D-Faith-

fulness assumptions, while the second is based on Lemma (4). The

third equivalence follows again from the Causal Markov and D-Faith-

fulness assumptions, while the last one is based on the de�nition of

D-separation, which reduces to d-separation when conditioning on a

set Z for which Det(Z) = Z.

Using the result from Theorem 4, we can now introduce our strat-

egy for dealing with faithfulness violations due to deterministic re-

lations. First we rephrase a constraint-based algorithm in terms of

d-separations and d-connections, which is usually a trivial change,

as shown in Section 3.6. Then we can convert the problem of possi-

bly unfaithful independences to the problem of possibly incomplete

input. Speci�cally, we can derive a subset of sound d-separations and

d-connections from independence test results as follows:

Corollary 1. Let X, Y,W be disjoint (sets) of variables. Let Det(W)

be the variables determined by (a subset of) W (see De�nition 3). Un-

der the Causal Markov and D-Faithfulness assumptions, the following

holds:
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• X 6⊥⊥ Y |W =⇒ X 6⊥d Y |W,

• If X, Y 6∈ Det(W) : X ⊥⊥ Y |W =⇒ X ⊥d Y |Det(W).

Proof. The �rst implication follows from the Causal Markov assump-

tion, while the second follows from the Causal Markov and D-Faith-

fulness assumptions, and Theorem 4.

Note that this procedure outputs d-separations only for a subset

of independence test results, ignoring independences when X or Y ∈
Det(W).

The simple strategy in Corollary 1 can be applied to any constraint-

based method, providing that it can deal with partial inputs, i.e., miss-

ing results for certain independence tests. Logic-based methods, e.g.,

[33] or ACI, can be run out-of-the-box with partial inputs, while other

standard algorithms like FCI [76] would require possibly non-trivial

extensions. Anytime FCI [12] allows one to ignore (in)dependences

above a certain order, but up to that order they are all required to be

available, so that algorithm would also require possibly non-trivial

extensions.

3.6 ancestral causal inference with determinism

We implement the strategy in Corollary 1 in Ancestral Causal Infer-

ence with Determinism (ACID) as a determinism-tolerant extension

of Ancestral Causal Inference (ACI), the method described in Chap-

ter 2. Before describing how ACID di�ers from ACI, we will brie�y

summarize ACI to highlight the similarities.

3.6.1 ACI

ACI reconstructs ancestral structures (combinations of “indirect” causal

relations), also in the presence of latent variables and statistical errors.

ACI encodes the ancestral structure de�nition and �ve other causal

reasoning rules:

Lemma 5. For X, Y, Z, U, W disjoint (sets of) variables:

1. (X ⊥⊥ Y | W)∧ (X 699K W) =⇒ X 699K Y,
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2. (X ⊥⊥ Y | W)∧ (X 6⊥⊥ Y | W ∪Z) =⇒
(X 6⊥⊥ Z | W)∧ (Z 699K {X, Y}∪W),

3. (X 6⊥⊥ Y | W)∧ (X ⊥⊥ Y | W ∪Z) =⇒
(X 6⊥⊥ Z | W)∧ (Z 99K {X, Y}∪W),

4. (X 6⊥⊥ Y | W)∧ (X ⊥⊥ Y | W ∪ Z)∧ (X ⊥⊥ Z | W ∪U) =⇒
X ⊥⊥ Y | W ∪U,

5. (Z 6⊥⊥ X | W) ∧ (Z 6⊥⊥ Y | W) ∧ (X ⊥⊥ Y | W) =⇒
X 6⊥⊥ Y | W ∪Z.

These rules are shown to be sound assuming the Causal Markov

and Causal Faithfulness assumptions. Causal discovery is then re-

formulated as an optimization problem where a loss function is op-

timized over possible ancestral structures. Given a list of weighted

inputs, e.g. a set of conditional independences weighted by their con-

�dence, the loss function sums the weights of all the inputs that are

violated in a candidate ancestral structure. In addition, ACI provides

a method for scoring causal predictions, which roughly approximates

their marginal probability.

3.6.2 ACID

Out-of-the-box ACI is not able to deal with the faithfulness violations

due to deterministic relations, and thus cannot be used for JCI. There-

fore, we propose Ancestral Causal Inference with Determinism (ACID),

which extends ACI following the strategy discussed in Section 3.5.

We reformulate the logical rules of ACI in terms of d-separation,

completely decoupling them from any assumption on the relation

between (in)dependences and d-separations/connections, e.g., Causal

Faithfulness. These new rules, that we call the ACID rules, are almost

identical to the original ACI rules, except that the independences ⊥⊥
are substituted by d-separations ⊥d, and the dependences 6⊥⊥ by d-

connections 6⊥d, as we show in the following:

Lemma 6. For X, Y, Z, U, W disjoint (sets of) variables:

1. (X ⊥d Y | W)∧ (X 699K W) =⇒ X 699K Y,

2. (X ⊥d Y | W)∧ (X 6⊥d Y | W ∪Z) =⇒
(X 6⊥d Z | W)∧ (Z 699K {X, Y}∪W),
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3. (X 6⊥d Y | W)∧ (X ⊥d Y | W ∪Z) =⇒
(X 6⊥d Z | W)∧ (Z 99K {X, Y}∪W),

4. (X 6⊥d Y | W)∧ (X ⊥d Y | W ∪Z)∧
(X ⊥d Z | W ∪U) =⇒ X ⊥d Y | W ∪U,

5. (Z 6⊥d X | W)∧ (Z 6⊥d Y | W)∧ (X ⊥d Y | W) =⇒
X 6⊥d Y | W ∪Z.

Proof. The proofs of these rules are slight modi�cations of the ACI

proofs. For completeness, we provide them in Section 3.9.

So far, this only changes the interpretation of the implemented

rules, but no change of the code is required. What changes are the in-

puts: only the sound d-separations and d-connections that can be de-

rived with Corollary 1 are used as inputs for ACID. Similarly to other

logic-based methods, the ACID rules are sound also with partial in-

puts (i.e. when some d-separation information may not be available).

On the other hand, using partial inputs may reduce the completeness

of causal discovery. We consider this a minor issue, since our focus

is on prediction accuracy, and ACI is already known not to be com-

plete in the general case, but has nevertheless been shown to obtain

state-of-the-art accuracy.

3.6.3 ACID-JCI

To improve the identi�ability and accuracy of the predictions, we also

add as background knowledge a series of logical rules describing the

causal structure of the regime and intervention variables that apply

in the JCI setting:

Lemma 7. Under the JCI assumptions, for any set of variablesW:

1. ∀i ∈ I s.t. Ii 6∈W : (R 99K Ii)∧ (R 6⊥d Ii |W),

2. ∀j ∈ X s.t. Xj 6∈W : R 99K Xj =⇒ ∃i ∈ I s.t. Ii 99K Xj,

3. ∀j ∈ X s.t. Xj 6∈W : R ⊥d Xj |W ∪ {Ik}k∈I.

4. ∀i ∈ I, j ∈ X : (Xj 699K R)∧ (Xj 699K Ii),

5. ∀j ∈ X : R 6⊥d Xj =⇒ R 99K Xj ,
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6. ∀i ∈ I, j ∈ X : Ii 6⊥d Xj |R =⇒ Ii 99K Xj,

7. ∀j,k ∈ X s.t. j 6= k and Xj,Xk 6∈W :

Xj ⊥d Xk |W =⇒ Xj ⊥d Xk |W ∪ R,

8. ∀i ∈ I,∀j,k ∈ X s.t. j 6= k and Xj,Xk 6∈W :

Xj ⊥d Xk |W =⇒ Xj ⊥d Xk |W ∪ Ii.

Proof. The propositions follow directly from the JCI assumptions and

background knowledge:

1. R causes the intervention variables directly;

2. R cannot cause system variables directly, but only through in-

tervention variables;

3. The intervention variables su�ce to block any path between R

and any other variable;

4. System variables cannot cause any Ii or R;

5. There are no confounders between R and the system variables;

6. There are no latent confounders between the intervention vari-

ables and system variables other than R;

7. Adding R to the separating set cannot open paths;

8. Adding an intervention variable to the separating set cannot

open paths.

Adding this background knowledge provides a simple means to

ruling out several spurious candidate causal structures that do not

satisfy the JCI modeling assumptions. The integration of such com-

plex knowledge is one of the main advantages of logic-based meth-

ods. We will refer to the combination of ACID with these rules as

ACID-JCI.

If some of the intervention targets are known, we can also use this

information as background knowledge. For example, if we know that

the inhibitor IAkt−Inh targets the protein Akt, we can simply add

the background knowledge IAkt−Inh 99K Akt. Given the �exibility

of logic-based approaches, we can also include more complex cases.
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(a) PR ancestral, p = 4, i = 1 (b) PR non-ancestral, p = 4, i = 1

(c) PR ancestral, p = 4, i = 3 (d) PR non-ancestral, p = 4, i = 3

(e) PR ancestral, p = 6, i = 1 (f) PR non-ancestral, p = 6, i = 1

Figure 17: Precision-recall curves on synthetic data for p system variables

and i interventions: ancestral predictions (left column) and non-

ancestral predictions (right column). Using JCI substantially im-

proves the accuracy.

For example, for two mutually exclusive targetsA andB for interven-

tion I1, we can add the background knowledge: I1 99K A∨ I1 99K B,

I1 99K A ⇐⇒ I1 699K B and I1 99K B ⇐⇒ I1 699K A.
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(a) PR ancestral, p = 3, i = 4 (b) PR non-ancestral, p = 3, i = 4

Figure 18: Precision-recall curves on synthetic data for p = 3 system vari-

ables and i = 4 interventions: ancestral predictions (left column)

and non-ancestral predictions (right column). Also in this setting,

JCI substantially improves the accuracy.

3.7 evaluation

We evaluate ACID-JCI on simulated data, using as ASP solver clingo

4 [25], similarly to the previous chapter. The JCI setting simulator

builds up on a simulator used in related work [33] and implements

parametric interventions on unknown targets. For each combination

of the number of system variables p and interventions i, we gener-

ate randomly 1000 linear acyclic models with latent variables and

Gaussian noise. We simulate parametric interventions by using each

intervention variable as a binary parent of some randomly chosen in-

tervention targets. Since our model is linear, when each intervention

variable is not active, i.e. it has value 0, it does not have any in�uence

on its intervention targets. We then sample N = 500 data points

for each model, randomly distributed between the i experimental

datasets and the observational dataset, perform independence tests

and weight the (in)dependence statements using the ACI weighting

schemes.

In our setting, we evaluate the causal discovery methods applied

to datasets with unknown-target parametric interventions. Other ex-

isting constraint-based methods, e.g.,[33, 75], do not apply to this set-

ting as they assume perfect interventions with known targets. More-

over, we wish to evaluate the net e�ect of using JCI with respect to
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merging separately learnt causal structures, while factoring out the

e�ect due to di�erent algorithms.

Therefore, we choose to compare the ancestral structure predicted

by ACID-JCI with a naive baseline based on ACI, “Merged ACI”. In

this baseline we merge ancestral structures learnt on each dataset

separately with ACI by averaging the scores of the causal predic-

tions over the datasets. As inputs to both algorithms we provide

the same weighted independence test results (up to maximum or-

der), computed with a test based on partial correlation and Fisher’s

z-transform with signi�cance threshold α = 0.05, and the frequen-

tist weighting scheme described in the previous chapter.

In Figures 17 and 18 we report the precision and recall (PR) curves

for predicting ancestral relations (“indirect” causal relations) and non-

ancestral relations (the absence of such a causal relation) for di�er-

ent settings of p system variables and i interventions. We can see

from these �gures that ACID-JCI improves signi�cantly on the accu-

racy of the predictions with respect to the baseline. As expected, the

more interventional datasets are available, the better the accuracy

for ACID-JCI, as we can see in the case of p = 4, i = 1 vs. p = 4,

i = 3 in Figure 17. When there are only few datasets, e.g., i = 1,

the performance of both methods improves as the number of system

variables p increases, and the gap between the method gets smaller,

as we can see in the case of p = 4, i = 1 and p = 6, i = 1 in

Figure 17. On the other hand, when there are only few variables, e.g.,

p = 3 in Figure 18, ACID-JCI is able to predict correctly several ances-

tral relations that are not identi�able otherwise. In particular, in the

case of p = 3 there are no predicted ancestral relations for standard

methods like “Merged ACI”, which explains why the PR curve for an-

cestral relations in Figure 18(a) starts at 0.5 recall. Instead, ACID-JCI

is able to accurately predict these relations, illustrating that the Joint

Causal Inference framework not only leads to statistical advantages

but also enlarges the set of identi�able ancestral relations compared

to methods that deal with each dataset separately.

3.8 conclusions and discussion

In this chapter, we presented Joint Causal Inference (JCI), a powerful

formulation of causal discovery over multiple datasets that has been
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unexploited so far by constraint-based methods. Current constraint-

based methods cannot be applied out-of-the-box to JCI because of

faitfulness violations, so we proposed a simple strategy for dealing

with this type of faithfulness violations. We implemented this strat-

egy in ACID, a determinism-tolerant extension of a recently proposed

causal discovery method, and applied ACID to JCI, showing its bene-

�ts in an evaluation on simulated data.

A limitation of JCI is that the assumption of a unique underlying

causal DAG precludes certain types of interventions. There are sev-

eral techniques to extend our formulation of the problem to perfect

interventions, or other interventions that induce new independences.

For example, given an observational dataset, we could identify the

datasets with perfect interventions by noticing the additional inde-

pendences, perform causal inference on each of them separately and

merge the predictions in a similar way to HEJ [33] and COmbINE

[75]. In future work, we plan to investigate these techniques, as well

as techniques to include fat-hand interventions that induce new de-

pendences between the intervention targets.

Moreover, we plan to investigate other possible strategies or exten-

sions to existing algorithms for dealing with faithfulness violations

due to deterministic relations. Finally, although very accurate and

�exible, logic-based methods as HEJ [33] and ACI are limited in the

number of possible variables they can handle. JCI introduces addi-

tional variables, reducing their scalability even more. We plan to in-

vestigate improvements to the execution times of methods like ACID.

3.9 proofs

Proposition 3. In the example in Figure 15, a JCImethod that supports

direct causal relations can reconstruct correctly the underlying causal

graph, more precisely the acyclic directed mixed graph (ADMG), from

oracle independence test results.

Proof. In this proof, we proceed in two steps: �rst we reconstruct

the ancestral relations, then show that a subset of these relations are

actually direct causal relations and �nally we show the absence of la-

tent confounders. Given their simplicity, for the �rst step we use the

rules from ACI that we will show in detail in Lemma 5 in Section 3.6.
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From I1 6⊥⊥ X1, the background knowledge that there are no latent

confounders between I1 and the system variables and that X1 699K I1,

we can infer that I1 99K X1. Reasoning in a similar way, we can

also infer that I1 99K X2 and I1 99K X3. From I1 6⊥⊥ X2 and

I1 ⊥⊥ X2 |X1 we can use rule (3) in Lemma 5, which implies that

X1 99K {I1,X2}. Given the background knowledge X1 699K I1 we

can infer that X1 99K X2. Similarly, from X1 6⊥⊥ X3 | I1, X1 ⊥⊥
X3 | {I1,X2} we can infer that X2 99K {I1,X1,X3}. Since X1 699K I1
and X2 699K X1 (from the acyclicity of ancestral relations), then this

must imply that X2 99K X3. Since ancestral relations are transitive,

from X1 99K X2 and X2 99K X3 we get that X1 99K X3. Moreover,

because of the acyclicity of ancestral relations, these statements im-

ply that X2 699K X1, X3 699K X1, X3 699K X2.

We now go through the ancestral relations we found and check

which of them are direct causal relations:

• X1 99K X2: since I1 99K X1 and X2 99K X3, X1 cannot cause

X2 indirectly through I1 or X3 (from the acyclicity of causal

relations), so X1 → X2 directly;

• X2 99K X3: since I1 99K X2 and X1 99K X2, X2 cannot cause

X3 indirectly through I1 or X1 (acyclicity), so X2 → X3 di-

rectly;

• X1 99K X3: this relation is not direct, becauseX1 ⊥⊥ X3 | {X2, I1},
so they are not adjacent in the causal graph;

• I1 99K X1: since X1 99K X2 and X1 99K X3, I1 cannot cause

X1 indirectly through X2 or X3 (from the acyclicity of causal

relations), so I1 → X1 directly;

• I1 99K X2: this relation is not direct, because I1 ⊥⊥ X2 |X1, so

they are not adjacent in the causal graph;

• I1 99K X3: given all the previous causal relations, the back-

ground knowledge that there are no latent confounders between

I1 and the other variables,X1 6⊥⊥ X3 |X2 andX1 ⊥⊥ X3 | {X2, I1}
the only possible graph includes a direct causal relation I1 →
X3.

Finally, we show the absence of latent confounders in the system:
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• I1,X1 and I1,X2 and I1,X3 are unconfounded (JCI background

knowledge);

• X1,X3 are unconfounded, because X1 ⊥⊥ X3 | {X2, I1};

• X1,X2 are unconfounded, because I1 ⊥⊥ X2 |X1;

• X2,X3 are unconfounded, because X1 ⊥⊥ X3 | {X2, I1}.

For completeness we provide the proofs for the ACID rules, which

are just slight modi�cations of the proofs for the ACI rules. These

proofs were already implicitly based on d-separation concepts, with

two additional implicit steps that were based on the Causal Markov

and Faithfulness Assumptions: one in which each conditional inde-

pendence implies a d-separation, and another one in which each d-

separation implies a conditional independence. In this reformulation

we can make these steps explicit and decouple them from the rules.

Lemma 8. For X, Y, Z, U, W disjoint (sets of) variables of a DAG (or

ADMG) G:

1. (X ⊥d Y | W)∧ (X 699K W) =⇒ X 699K Y,

2. (X ⊥d Y | W) ∧ (X 6⊥d Y | W ∪ Z) =⇒ (X 6⊥d Z |

W)∧ (Z 699K {X, Y}∪W),

3. (X 6⊥d Y | W) ∧ (X ⊥d Y | W ∪ Z) =⇒ (X 6⊥d Z |

W)∧ (Z 99K {X, Y}∪W),

4. (X 6⊥d Y | W) ∧ (X ⊥d Y | W ∪ Z) ∧ (X ⊥d Z | W ∪
U) =⇒ X ⊥d Y | W ∪U,

5. (Z 6⊥d X | W)∧ (Z 6⊥d Y | W)∧ (X ⊥d Y | W) =⇒ X 6⊥d
Y | W ∪Z.

Proof. 1. This is a strengthened version of rule R2(i) in [23]: note

that the additional assumptions made there (Y 699K W, Y 699K X)

are redundant and not actually used in their proof. For com-

pleteness, we give the proof here. If X 99K Y, then there is a

directed path from X to Y in G. As all paths between X and

Y in G are blocked by W, the directed path from X to Y must

contain a nodeW ∈W. Hence X 99KW, a contradiction with

X 699K W.
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2. If (X ⊥d Y | W)∧ (X 6⊥d Y | W ∪ Z) then there exists a

path π in G between X and Y such that each noncollider on π

is not in W ∪ {Z}, every collider on π is ancestor of W ∪ {Z},

and there exists a collider on π that is ancestor of Z but not of

W. Let C be the collider on π closest to X that is ancestor of Z

but not of W. Note that

a) The path X · · ·C→ · · · → Z is d-connected given W.

b) Z 699K W (because otherwise C 99K Z 99K W, a contra-

diction).

c) Z 699K Y (because otherwise the path X · · ·C → · · · →
Z → · · · → Y would be d-connected given W, a contra-

diction).

Hence we conclude that X 6⊥d Z | W, Z 699K W, Z 699K Y, and

by symmetry also Z 699K X.

3. Suppose (X 6⊥d Y | W)∧ (X ⊥d Y | W ∪ Z). Then there

exists a pathπ inG betweenX and Y, such that each noncollider

on π is not in W, each collider on π is an ancestor of W, and

Z is a noncollider on π. Note that

a) The subpath X . . . Z must be d-connected given W.

b) Z has at least one outgoing edge on π. Follow this edge

further along π until reaching either X, Y, or the �rst col-

lider. When a collider is reached, follow the directed path

to W. Hence there is a directed path from Z to X or Y or

to W, i.e., Z 99K {X, Y}∪W.

4. If in addition, X ⊥d Z | W ∪U, then U must be a noncollider

on the subpath X . . . Z. Therefore, X ⊥d Y | W ∪U.

5. Assume that Z 6⊥d X | W and Z 6⊥d Y | W. Then there must

be paths π between Z and X and ρ between Z and Y in G such

that each noncollider is not in W and each collider is ancestor

of W. Let U be the node on π closest to X that is also on ρ

(this could be Z). Then we have a path X · · ·U · · · Y such that

each collider (exceptU) is ancestor of W and each noncollider

(except U) is not in W. This path must be blocked given W

as X ⊥d Y | W. If U would be a noncollider on this path, it

would need to be in W in order to block it; however, it must
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then also be a noncollider on π or ρ and hence cannot be in

W. Therefore, U must be a collider on this path and cannot

be ancestor of W. We have to show that U is ancestor of Z.

If U were a collider on π or ρ, it would be ancestor of W, a

contradiction. HenceUmust have an outgoing arrow pointing

towards Z on π and ρ. If we encounter a collider following

the directed edges, we get a contradiction, as that collider, and

hence U, would be ancestor of W. Hence U is ancestor of Z,

and therefore, X 6⊥d Y | W ∪Z.



4
A FA S T, O P T I M I Z E D A N D E X T E N D E D P S L

I M P L E M E N TAT I O N

When you have eliminated the impossible, whatever

remains, however improbable, must be the truth.

Sir Arthur Conan Doyle. The Sign of Four

This chapter is based on the following publications: “Sara Maglia-

cane, Philip Stutz, Paul Groth, and Abraham Bernstein. FoxPSL: An

extended and scalable PSL implementation. AAAI Spring Symposium

on Knowledge Representation and Reasoning, 2015.” and “Sara Magli-

acane, Philip Stutz, Paul Groth, Abraham Bernstein. FoxPSL: A Fast,

Optimized and eXtended PSL implementation. In International Journal

of Approximate Reasoning, 2015”. In both publications I worked closely

with Philip Stutz to develop the main ideas and algorithms, implement-

ing the system, designing and running the experiments.

In this chapter, we describe foxPSL, a fast, optimized and extended

implementation of Probabilistic Soft Logic (PSL) based on the distributed

graph processing framework Signal/Collect. PSL is one of the lead-

ing formalism of statistical relational learning, a recently developed

�eld of machine learning that aims at representing both uncertainty

and rich relational structures, usually by combining logical representa-

tions with probabilistic graphical models. foxPSL supports the full PSL

pipeline from problem de�nition to a distributed solver that implements

the Alternating Direction Method of Multipliers (ADMM) consensus op-

timization. It provides a Domain Speci�c Language that extends stan-

dard PSL with a class system and existential quanti�ers, allowing for

93
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e�cient grounding, and implements a series of con�gurable optimiza-

tions, like optimized grounding of constraints and lazy inference, that

improve even more grounding and inference time. We perform an ex-

tensive evaluation, comparing the performance of foxPSL to a state-of-

the-art implementation of ADMM consensus optimization in GraphLab,

and show an improvement in both inference time and solution quality.

4.1 introduction

Probabilistic Soft Logic (PSL) [7, 38, 3, 2] is one of the leading for-

malism of statistical relational learning, a recently developed �eld of

machine learning that aims at representing both uncertainty and rich

relational structures, usually by combining logical representations

with probabilistic graphical models. Statistical relational learning has

been successfully applied in collective classi�cation, link prediction

and property prediction, in a variety of domains from social network

analysis to knowledge base construction [28].

PSL can be seen as both a probabilistic logic and a template lan-

guage for hinge-loss Markov random �elds, a type of continuous

Markov random �elds with hinge-loss potentials. Similar to other

statistical relational learning formalisms such as Markov Logic Net-

works (MLN), the �rst order logic formulae representing the tem-

plates can be instantiated (grounded) using the individuals in the

domain, creating a Markov random �eld on which we can perform

inference tasks. A key feature of PSL is the capability to represent

and combine soft truth values, i.e. truth values in the interval [0, 1],
allowing the expression of degrees of truth within complex domain

knowledge, in parallel with the uncertainty represented by the prob-

abilistic rules. Given the continuous nature of the truth values, the

use of Łukasiewicz operators, and the restriction of logical formulae

to Horn clauses with disjunctive heads, Maximum a Posteriori (MAP)

inference in PSL can be formulated as a constrained convex minimiza-

tion problem. This problem can be cast as a consensus optimization

problem [3, 2] and solved e�ciently with distributed algorithms such

as the Alternating Direction Method of Multipliers (ADMM), recently

popularized by Boyd et al.[6].

The current reference implementation of PSL [3, 2] is limited to

running on one machine, which constrains the solvable problem sizes.
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PSL is also the main motivation for the development of ACO [55], a

vertex programming algorithm for ADMM consensus optimization

that works in a distributed environment. In that work, GraphLab

[45] is used as the underlying processing framework.

In this chapter, we describe foxPSL
1
, to the best of our knowledge

the �rst end-to-end distributed implementation of PSL that provides

an environment for working with large PSL domain, and demonstrate

an improvement on the ACO system [55]. We also adopt a distributed

graph processing framework for the basis of our implementation, but

instead of GraphLab, we implement the ADMM consensus optimiza-

tion in Signal/Collect [73]. We provide a domain speci�c language

(DSL) that extends PSL with a class system, partially grounded rules

and existential quanti�cation. Moreover, we propose a series of opti-

mizations to various stages of PSL inference and provide an extensive

evaluation, which includes exploring two use cases and investigating

the impact of the newly introduced optimizations.

4.2 the foxpsl language

As input to foxPSL a user can describe the problem in terms of the

foxPSL language, an intuitive DSL for extended PSL. A problem de-

scription consists of a de�nition of individuals, predicates, facts and

rules. In the following, we comment some lines of an example that

one can �nd in the repository
2
.

4.2.1 Individuals and classes

In this language we can explicitly list individuals in the domain, and

optionally assign them to a class. By convention individuals always

start with a lower-case letter. This distinguishes them from variables,

which always start with an upper-case letter. For example:

class Person: anna , bob

class Party: demo , repub

class LivingBeing: kitty , anna , bob

class Course: ai, db

individuals: ufo

1
Apache 2.0 licensed, https://github.com/uzh/fox

2https://github.com/uzh/fox/blob/master/examples/feature-complete.psl

https://github.com/uzh/fox
https://github.com/uzh/fox/blob/master/examples/feature-complete.psl
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Individuals can be associated to classes, e.g., anna and bob are of

class Person (and LivingBeing), or have no known class, e.g. ufo. In

addition to explicit class assignment, foxPSL automatically infers in-

dividuals and their classes from facts, as we will see in the following.

4.2.2 Predicates and predicate properties

For each predicate, we can also specify the classes of its arguments:

predicate: professor(_)

predicate: teaches(Person , Course , Person)

In the example, the predicate professor takes an argument of any

class, while teaches takes a �rst argument of class Person, a second of

class Course and a third of class Person. As we will see more in detail

in Section 4.3, this represents a useful hint for foxPSL, allowing it to

optimize the execution.

We can also de�ne predicate properties such as functionality, par-

tial functionality and symmetry.

predicate [Functional ]: votes(Person , Party)

predicate [Symmetric ]: friends(Person , Person)

The functional property of votes means that the votes for di�erent

parties that a certain person can cast must sum up to 1. The symmetry

of friends means that for all individuals x, y, if friends(x,y) has

truth value c, then also friends(y,x) has truth value c. While we

could de�ne rules for some of these properties (e.g. symmetry), this

explicit de�nition allows foxPSL to optimize the execution.

Additionally, we can de�ne a prior for each predicate, representing

the starting truth value of a grounded predicate.

predicate [prior = 0.5]: young(LivingBeing)

predicate [prior = 0 ]: retired(Person)

In the example, any for any individual of class LivingBeing, e.g.

kitty, young(kitty), will be assigned a truth value of 0.5 if there is

no evidence for another value. On the other hand, for any Person

retired will have a prior truth value of 0, which is also the default.
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4.2.3 Facts and implicitly de�ned individuals

Once we have de�ned the predicates, we can state some facts about

our domain and their truth values. If the truth value is not mentioned,

we consider it to be 1.

fact: professor(bob)

fact [truthValue = 0.8]: friends(anna , bob)

fact [0.9]: !votes(anna , greenparty)

In this domain, bob is a professor with truth value 1 and anna is a

friend of bob with truth value 0.8. Since friend is a symmetric pred-

icate, it means that we expect friends(bob, anna) to be true with

the same truth value. Moreover, anna does not (negation !) vote for

greenparty with truth value 0.9 (truthValue can be also ommitted),

which means votes(anna, greenparty)=0.1. Although greenparty

was not mentioned as a Party before, it will be inferred as such be-

cause it is the second argument in a votes fact.

4.2.4 Rules, existential quanti�ers and partial groundings

The core of foxPSL is the de�nition of logical rules. In PSL and foxPSL

rules are restricted to Horn rules with disjunctive heads, i.e. rules in

the form:

B1 ∧ ... ∧Bn => H1 ∨ ... ∨Hm

where Bj for j = 1, ...,n are atoms, i.e. predicates applied to a tuple

of terms (individuals or variables), andHi for i = 1, ...,m are literals,

i.e. atoms or their negations.

In practice this restriction is not too strict and will turn up to be

very useful in order to formulate inference as a convex optimization

problem. Similar to standard PSL, each rule can have an associated

weight that represents how much it would cost to be violated. If the

weight is not speci�ed, we consider the rule a hard rule, therefore a

rule that must be always true in the domain. For example:

rule [weight =5]: votes(A,P) & friends(A,B) => votes(B,P)

rule [3 ]: young(L) => !retired(L)
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Figure 19: foxPSL architecture, taking as input rules, instance knowledge

and metadata and providing as output the inferred facts.

As an implementation choice, each variable in a rule has as domain

only the individuals that are part of all of the classes of the predicate

arguments in which the variable appears. For example, in the second

rule L has as domain the individuals in the intersection of the classes

LivingBeing and Person, because it appears in both young which re-

quires a LivingBeing and retired which requires a Person.

We also allow for rules that are partially grounded, i.e. that contain

both individuals and variables:

rule [weight =3]: member(A, wwf) => votes(A, greenparty)

In addition to standard PSL, we introduce the existential quanti�er

EXISTS [variables ], which can only appear in the head (the right-

side of the implication). In practice, given the �nite domain and class

system, the existential quanti�er is simply syntactic sugar. We can

safely substitute the existential quanti�ers by unrolling them to dis-

junctions using the appropriate domain individuals, i.e. the ones of

the correct classes based on the domains of the predicates. For exam-

ple, the following rules are equivalent in our simple domain:

rule: professor(P) => EXISTS [C,S] teaches(P,C,S) | retired(P)

rule: professor(P) => teaches(P,ai,bob) | teaches(P,ai,anna) |

teaches(P,db,bob) | teaches(P,db,anna) | retired(P)

4.3 system description

foxPSL is designed as a pipeline, as shown in Figure 19, consisting of

a grounding, graph construction and inference/consensus optimiza-

tion phase, similarly to most PSL implementations. The grounding
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phase is centralized, while the graph construction and inference are

implemented in the Signal/Collect graph processing framework.

In this section we describe the underlying graph processing frame-

work and each stage of the pipeline with its inputs and outputs.

4.3.1 Graph processing in Signal/Collect

Signal/Collect [73]
3

is a parallel and distributed graph processing

framework. Akin to GraphLab[45], it allows the formulation of com-

putations in terms of vertex-centric methods. In Signal/Collect

functions are separated into ones for aggregating received messages

(collecting) and for computing the messages that are sent along edges

(signalling). In contrast to GraphLab, Signal/Collect supports dif-

ferent vertex types for di�erent processing tasks, which allows for

the natural representation of bipartite ADMM consensus optimiza-

tion graphs by using two vertex types. Signal/Collect also supports

con�gurable convergence detection that can be based both on local

and global properties. The global convergence detection is based on

e�cient MapReduce-style aggregations. Additional features such as

dynamic graph modi�cations and vertex placement heuristics to re-

duce communication over the network are supported and might en-

able future foxPSL extensions (as described in the conclusions).

4.3.2 Grounding

Grounding is well studied in a number of communities, especially in

logic programming. In most probabilistic logics based on probabilis-

tic graphical models (MLN, PSL, etc.), �rst order logic formulae are

instantiated (grounded) using the individuals in the domain, creating

a propositional representation that can generate a graphical model.

Given the foxPSL class system and language extensions, the ground-

ing procedure is di�erent than in the mentioned work. For each pred-

icate that is mentioned in a rule we instantiate each argument all suit-

able individuals, creating several grounded predicates from a single

predicate. For example, for the rule:

rule [weight =5]: votes(A,P) & friends(A,B) => votes(B,P)

3http://uzh.github.io/signal-collect/

http://uzh.github.io/signal-collect/
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the predicate votes(A, P) produces six grounded predicates: votes(an-

na, demo), votes(anna, repub), votes(anna, greenparty), votes(bob,-

demo), votes(bob, repub), votes(bob, greenparty).

In this phase we leverage class information to reduce the number

of groundings from any individual to only the ones that match the

classes of arguments. Some of these grounded predicates are user

provided facts with truth values (e.g. votes(anna, greenparty) = 0.1),

but most of them have an unknown truth value that we will compute.

Substituting the grounded predicates in all combinations in each

rule, we can generate several grounded rules. The above rule gener-

ates 18 grounded rules, e.g.:

rule [weight =5]: votes(anna , demo) & friends(anna , bob) =>

votes(bob , demo)

The same substitution is done for all constraints. For example,

the functional property of votes gets grounded to 2 functional con-

straints, e.g. for anna: votes(anna, demo) + votes(anna, repub) +

votes(anna, greenparty) = 1.

4.3.3 Graph construction

The grounding step produces a set of grounded rules and constraints,

each containing multiple instances of grounded predicates. In PSL

[7, 3], each grounded rule is translated to a potential of a hingeloss

Markov random �eld (HL-MRF), a type of continuous Markov ran-

dom �eld with constraints, using Lukasiewicz operators:

x∧ y = max(0, x+ y− 1)

x∨ y = min(1, x+ y)

¬x = 1− x

Using these operators on a grounded rule in the form:

[weight] b1 ∧ ... ∧ bn => h1 ∨ ... ∨ hm

we can de�ne the distance to satisfaction as:

weight ∗max(0,b1 + ... + bn −n+ 1− h1 − ... − hm)p
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where p = 1 for rules with linear distance measures and p = 2 for

rules with squared distance measures. The intuition is that a squared

distance measure is more forgiving when the violation is small and

more penalizing when it is large.

In foxPSL we can de�ne for each rule its own distance measure at

its declaration by specifying the parameter distanceMeasure. If noth-

ing is speci�ed, the default distance measure is squared. For example,

the distance to satisfaction for the grounded rule from the above sub-

section is:

weight ∗max(0, votes(anna, demo) + friends(anna, bob) - 1

- votes(bob, demo))2

The weighted sum of the potentials de�nes the energy function of the

HL-MRF with a domain constrained by the grounded constraints. As

in standard Markov random �elds, the probability is de�ned as an ex-

ponential of the energy function, therefore �nding the assignment of

unknown variables that maximizes the probability of a certain world

(Maximum a Posteriori or MAP inference) is equivalent to minimiz-

ing the energy function.

Since the potentials are by construction convex functions and the

constraints are de�ned to be linear functions, MAP inference is a con-

strained convex minimization problem. Following the standard PSL

approach [3, 2, 55] we solve the MAP inference using consensus op-

timization. We represent the problem as a bipartite graph, where

grounded rules and constraints are represented with function (also

called subproblem) vertices and grounded predicates are represented

with consensus variable vertices. Each function (grounded rule or

constraint) has a bidirectional edge pointing to every consensus vari-

able (grounded predicate) it contains.

4.3.4 Inference: consensus optimization with ADMM

The function/consensus variable vertices implement the Alternating

Direction Method of Multipliers (ADMM) consensus optimization [6].

Intuitively, in each iteration each function is minimized separately

based on the consensus assignment from the last iteration and the

related Lagrange multipliers. Once done, the function vertex sends a
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message with the preferred variable assignment to all connected con-

sensus variables. Each consensus variable computes a new consensus

assignment based on the values from all connected functions by aver-

aging the received values, and sends it back. This process is repeated

until convergence, or in the approximate case, until the primal and

dual residuals fall below a threshold. The threshold is de�ned in lit-

erature [6] and can be con�gured using the parameters εabs, εrel.
Since each consensus variable represents a grounded predicate, its

�nal assignment is the inferred soft truth value for that grounded

predicate. At the end of the computation the system returns all in-

ferred truth values.

4.3.5 Termination: convergence criteria comparison with ACO

As mentioned, foxPSL stops when the total primal and dual residu-

als are below the threshold de�ned in [6]. This is detected by using

Signal/Collect global convergence detection, which computes the

global primal and dual residuals after every iteration and compares

them with the threshold. The residual computation is implemented

as a MapReduce-style aggregation over the vertices.

The developers of ACO [55] argue that such global aggregations

are wasteful, because the residual contributions of many parts of a

graph often do not change much after a few iterations. For this rea-

son they instead implement a local convergence detection algorithm

in which each consensus variable computes a local approximation of

the residuals using its local copies. If the local residuals in a consen-

sus variable are smaller than a local threshold, it does not communi-

cate to the related subproblem. If the subproblem is not awakened

by any of its consensus variables, then it isn’t scheduled again until

there is a change in the consensus variables. The global computation

stops once all local computations have converged. The disadvantage

of this approach is that certain local computations may converge too

eagerly, requiring others, possibly involved in more complex negoti-

ations, to run for more iterations in order to achieve overall residuals

that are below a certain global threshold. We suspect that this is the

main reason for the di�erence in solution quality and convergence

between ACO and foxPSL in the experiments in Section 4.5.
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4.4 optimizations

foxPSL implements a series of con�gurable optimizations for each

phase of the system. As we discuss in Section 4.5, the optimizations

do not improve the inference time on all settings and some may re-

quire tuning to be e�ective.

We implement three optimizations in the grounding and graph

constructions phase that optimize constraints:

• Removing symmetric constraints: Symmetric constraints

are produced from predicates with the symmetric property: e.g.,

the symmetry of friends means that for all individuals a, b, if

friends(a,b) = x then friends(b,a) = x. In PSL this is im-

plemented as: friends(a,b) - friends(b, a) = 0. This opti-

mization simply merges the two grounded predicates and uses

friends(a,b) in all the instances where a grounded rule would

contain friends(b, a), reducing the number of constraints and

grounded predicates. Counter-intuitively, in the experimental

evaluation we show that this simple optimization does not al-

ways improve the inference time, although it greatly reduces

the grounding time.

• Removing trivial functional constraints: Functional con-

straints are produced from predicates with the functional prop-

erty, e.g. votes. In case only one of the grounded predicates in

the grounded constraint, e.g. votes(anna, demo), is not part of

the facts and thus not yet bound, we can simply assign its truth

value to 1 - votes(anna, repub) + votes(anna, greenparty).

• Pushing trivial partial functional constraints to bounds
on the consensus variables: Partial functional constraints

are similar to functional constraints, with the di�erence that

they require an inequality. In other words, if votes is partial

functional, the sum of votes that a voter can cast has to be less

than or equal to 1, including the possibility that the voter does

not vote. In this case, we cannot assign the value of an un-

known grounded predicate, apart from the trivial case in which

the truth value is required to be lower than 0. In other cases

we can implement the constraint as a bound on the truth value
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Algorithm 1 Lazy inference algorithm: subproblem vertex

subproblem vertex, state at time t:
variables x1, ..., xn, Lagrange multipliers y1, ...,yn, threshold δ
var sendSelfAwakeningMessage = false;

for i = 1 to n do
if |xti − x

t−1
i | > δ then

send message xti to consensus variable zi
else

if |yti − y
t−1
i | > δ then

sendSelfAwakeningMessage = true;

end if
end if

end for
if sendSelfAwakeningMessage and no other message sent then

send a message to self to ensure awakening

end if

of the consensus variable. This bound will be used in each iter-

ation by the consensus variable to clip the truth value. This op-

timization improves the one implemented in ACO [55], which

uses a similar mechanism to bound the truth value of any con-

sensus variable to the interval [0, 1].

An additional trivial optimization we perform is to remove grounded

rules that have a distance to satisfaction of 0 for any possible assign-

ment of the grounded predicates, since they do not in�uence the min-

imization.

We also propose two optimizations for the inference phase:

• Lazy inference: This optimization is similar in spirit to the

local convergence detection in ACO, allowing for the computa-

tion to stop in parts of the graph while it is still active in others.

The pseudo-code is shown in Algorithm 1. The main idea is

that consensus variables always answer with a message, while

each subproblem vertex tries to avoid resending the same mes-

sage in two successive iterations. If any vertex in Signal/Col-

lect does not receive any message, then it is not scheduled for

execution. If a consensus variable is awakened by a message

and does not receive any message from a certain subproblem

vertex, it will compute the new consensus using an old mes-

sage for that speci�c vertex, and send it to all the connected

subproblems vertices.
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Sending a message only if the message is di�erent from the

previous one creates a problem: it is possible that the inter-

nal state of the subproblem, the multipliers, are evolving, even

if this is not re�ected in the messages. If one does not send

a message in this case, then that means that the subproblem

vertex potentially does not get scheduled again, which could

lead to incorrect results. On the other hand, if one sends a

message to the consensus vertex whenever only the multiplier

changes, then this would always trigger a potentially wasteful

rescheduling of all subproblem vertices that are connected to

that consensus vertex. To overcome this issue we propose the

following algorithm: if none of the messages to the connected

consensus vertices have changed, but at least one of the multi-

pliers did change, then the subproblem vertex ensures its own

rescheduling by sending a special message to itself. We imple-

ment this approach with a con�gurable threshold under which

the change is not considered signi�cant. This allows one to

choose a trade-o� between quick local convergence at the cost

of slightly reduced solution quality.

• Con�gurable step for global convergence detection: In

the standard ADMM algorithm and in ACO [55] convergence

detection is performed after each iteration. Since global conver-

gence detection is computationally expensive, there is a trade-

o� between running it every iteration, thus stopping the com-

putation as soon as possible, and running it every n iterations,

thus risking to run the computation for n − 1 iterations too

many. In foxPSL we allow for the con�guration of convergence

detection step size, and in Section 4.5 we present experiments

that illustrate the trade-o�.

4.5 evaluations

We present an extensive evaluation on synthetic datasets represent-

ing two use cases: a voter social network and a movie recommen-

dation use case. First, we describe the datasets and then present the

comparison with ACO [55], showing gains in both inference time and

solution quality. Second, we show the impact of the optimizations

on the grounding time, inference time, and solution quality, explain-
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ing the tradeo�s in the choice of parameters for the optimizations.

All evaluations are run on four machines, each with 128 GB RAM

and two E5-2680 v2 at 2.80GHz 10-core processors, connected with

40Gbps In�niband. foxPSL is developed in Scala and runs on version

1.8.0_05-b13 of the Java Runtime.

4.5.1 Evaluation datasets

We use two sets of synthetically generated datasets, Voter Networks

and Movies, each containing four datasets of varying size, to evaluate

the performance of our system.

The Voter Networks datasets are sets of grounded rules used in

ACO representing four synthetic social networks of increasing size

modelling voter behaviour, generated using a synthetic data genera-

tor [8]. In Table 7 we show some dataset statistics, such as the num-

ber of subproblem and consensus vertices, and the number of edges

connecting them.

Since the Voter Networks datasets contain already grounded rules,

we cannot measure the grounding time and the impact of some of our

DSL features and optimizations. Therefore, we developed our own

synthetic dataset generator. We use a movie recommendation use

case, in which we recommend a movie to a user based on the movies,

actors and directors that we already know she likes, but also based

on what movies, actors and directors the people in her social network

and the similar users like. We formulate the problem in the foxPSL

language, using features of foxPSL such as classes, priors, predicate

properties and existential quanti�ers. As predicates and rules we use:

predicate [prior = 0.5]: likes(User , Likable)

predicate [Functional ]: directedBy(Movie , Director)

predicate: playsIn(Actor , Movie)

predicate [Symmetric ]: friends(User , User)

rule [1000]: EXISTS[MOVIE] directedBy(MOVIE , DIRECTOR)

rule [50]: likes(USER , ACTOR) & playsIn(ACTOR , MOVIE) =>

likes(USER , MOVIE)

rule [1]: likes(USER , MOVIE) & playsIn(ACTOR , MOVIE) =>

likes(USER ,ACTOR)

rule [100]: likes(USER , DIR) & directedBy(MOVIE , DIR) =>

likes(USER , MOVIE)
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rule [10]: likes(USER , MOVIE) & directedBy(MOVIE , DIR) =>

likes(USER , DIR)

rule [5]: likes(A, LIKABLE) & friends(A, B) => likes(B,

LIKABLE)

rule [0.1]: likes(A, L1) & likes(A, L2) & likes(B, L1) =>

likes(B, L2)

For a given number of individuals, we populate the classes Ac-

tor (55.8%), Movie (33%), Director (11.2%) based on the proportions

in which they are present in LinkedMDB
4
. All of these individuals

constitute also the class Likable. Moreover, we make reasonable as-

sumptions about the class Users, assuming that we have in general 10

times more Users than Likables. Given a proportion of known facts,

we create the facts by sampling the individuals that are connected by

a predicate using a normal distribution with a certain variance. We

also sample the truth value of each fact using a normal distribution

with mean 0.5 and standard deviation 0.25.

Using the synthetic dataset generator, we produce four Movies da-

tasets of increasing size using 100, 150, 200 and 250 individuals, a

mean proportion of known facts of 0.3 and a standard deviation of

0.1. In Table 7, we show the same statistics as for the Voter Network

case for the Movies datasets. The biggest datasets of each use case

are comparable in the total number of vertices. In general the Movies

datasets have a higher number of edges and a higher proportion of

subproblems relative to the number of consensus variables.

4.5.2 Comparison with ACO

We compare foxPSL with ACO [55] on both the inference time and

solution quality. We do this only on the Voter Network datasets, be-

cause whilst we can load an already grounded network with ACO, it

does not generate a grounding from a PSL-style language. We extend

foxPSL with a separate loading pipeline for this serialized grounding

format. Both systems run an approximate version of the ADMM al-

gorithm [6] with the same parameters ρ = 1, εabs = 10−5 and

εrel = 10−3. As discussed in Section 4.3, ACO implements a spe-

cial local convergence detection technique, while foxPSL employs the

4http://wiki.linkedmdb.org/Main/Statistics

http://wiki.linkedmdb.org/Main/Statistics
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Table 7: Datasets statistics for the evaluation datasets.

Dataset |subproblems| |consensusVar| |edges|

Voter Network 1M 3 307 971 1 102 498 12 129 370

Voter Network 2M 6 656 775 2 204 994 24 422 102

Voter Network 3M 9 962 627 3 307 492 36 543 000

Voter Network 4M 13 349 751 4 409 988 48 989 000

Movies 100 397 465 2 823 2 310 250

Movies 150 2 455 662 6 437 14 502 334

Movies 200 7 956 132 11 740 48 731 492

Movies 250 20 331 433 18 167 121 878 352

textbook global convergence detection algorithm. We con�gure both

systems to take advantage of the 40 virtual cores on each machine.

For foxPSL we con�gure some of the optimizations: we use the lazy

optimization with a threshold of 10−9 and a convergence detection

step of 10 iterations. The grounding phase optimizations cannot be

applied since the input is already grounded.

Inference time comparison

For each of the four datasets, we measure the inference time at a �xed

number of iterations for both systems. Figure 20 shows the results

averaged over ten runs, limited to 10, 100, and 1000 iterations. Since

the ACO implementation performs two extra initial iterations that

are not counted in the limit, the comparison is made with an iteration

limit of 12, 102, and 1002 for foxPSL. We stop the evaluation at 1000

iterations, because foxPSL converges in that interval, although ACO

does not. Therefore, above the limit of 1000 iterations the running

time for foxPSL is the same, while it continues to increase for ACO

without substantial improvements in quality.

We can see that inference time of foxPSL is considerably better

in all considered iterations, on the two bigger datasets is more than

10 times faster, as shown by the lower computation times (y-axis)

in Figures 20. Moreover, the computation time scales linearly with

increasing problem size (x-axis).
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(a) Iteration limit 10

(b) Iteration limit 100

(c) Iteration limit 1000

Figure 20: Average inference time between foxPSL and ACO for an iteration

limit of 10, 100 and 1000 respectively.
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Table 8: Solution quality with iteration limit 1000 and parameters ρ = 1,
εabs = 10

−5
, εrel = 10

−3
.

foxPSL

Dataset OptVal ObjVal

∑
v |v@0.01| |v@0.1|

Voter 1M 4838 4810 7.05 20 4

Voter 2M 9692 9679 13.38 18 3

Voter 3M 14521 14448 19.77 42 6

Voter 4M 19426 19441 26.64 52 5

ACO

ObjVal

∑
v |v@0.01| |v@0.1|

4722 119.5 491 233

9520 233 924 431

14200 349.1 1387 640

19119 472.5 1894 863

Solution quality comparison

We also compare foxPSL and ACO in terms of the solution quality on

the same evaluation runs. Since PSL inference is a constrained min-

imization problem solved with an approximate algorithm, we con-

sider two quality measures for solution quality: the objective func-

tion value and a measure of the violation of the constraints.

In Table 8, we show a comparison of the solution quality at iter-

ation 1000 from the previous evaluation. The four parameters we

compare are the objective function value ObjVal, the sum of viola-

tions of the constraints

∑
v, the number of violated constraints at

tolerance level 0.01 |v@0.01| and the number of violated constraints

at tolerance level 0.1 |v@0.1|. Moreover, we report an estimation of

the optimal objective function value OptVal as computed using lower

epsilons (εabs = 10−8, εrel = 10−8) which has a sum of constr-

aint violations in the order of 10−5. The objective function value

for foxPSL is closer to the estimated optimal objective function value

than the one of ACO for all datasets. The sum of the violations of the

constraints is also lower in foxPSL by a factor of more than 10.
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Besides the lower total violation of the constraints, Table 8 also

shows the number of constraints that are violated by more than a cer-

tain threshold of tolerance. In particular, in the ACO solution there

are several hundred constraints that are violated even while tolerat-

ing errors of 0.1, which is sizeable considering that the variables are

constrained in the interval [0, 1]. In general, the violations of the

ACO solution are larger and less spread across the constraints than

the violations found in the foxPSL solution, possibly due to the lo-

cal convergence detection of the former, which may be too eager to

converge on some subgraphs, leading to a solution with a higher ap-

proximation error.

4.5.3 Optimization Evaluation

The goal of the optimization evaluation is twofold: on the one hand

we would like to �nd out how the optimizations a�ect the perfor-

mance of the grounding and inference phases of foxPSL. On the other

hand we would like to answer the question if the impact of the opti-

mization changes with the dataset size. For this reason we �rst evalu-

ate the performance for foxPSL with the baseline settings on datasets

of increasing size. For each optimization we then change the feature

relative to the baseline con�guration in order to gauge the e�ect on

the performance.

We evaluate three optimizations: the symmetric constraint opti-

mization, the global convergence detection step and the lazy infer-

ence threshold. The other optimizations on constraints have similar

results to the symmetric constraint optimization. We perform the

experiments on both use cases with the exception of the symmetric

constraint optimization, which cannot be used on the Voter Networks

datasets because they contain already grounded rules and they do

not contain any symmetric constraint. Our baseline con�guration

consists of all grounding phase optimizations enabled, lazy inference

enabled with a threshold of 1013 and the same parameters as in the

ACO comparison, ρ = 1, εabs = 10−5 and εrel = 10−3. On the

Voter Network dataset we use a convergence detection step of 10,

while on the Movies dataset we check convergence at each step.
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Figure 21: Symmetric optimization evaluation on Movies datasets: dashed

line represents the optimized system.

Symmetric optimization

Figure 21 shows the impact of symmetric optimization on the Movies

datasets. As already mentioned, we cannot compare on Voter Net-

works datasets because they contain already grounded rules and they

do not contain any symmetric constraint. The optimized grounding

and inference times are represented with a dashed line, while the full

lines represent the grounding and inference times when the optimiza-

tion is disabled.

For the Movies dataset, shown in Figure 21, the grounding time im-

proves greatly with the optimization with gains increasing with the

size of the dataset. On the other hand, the inference time is essentially

the same. This is counter-intuitive, since the symmetric optimization

reduces the number of vertices, therefore we would expect the infer-

ence time to improve. In practice, given the many other rules in this

use case, the reduction of vertices is in the order of 0.1%, so the dif-

ference is marginal.

Global convergence detection step

Figure 22 shows the impact on inference time of running the conver-

gence detection every n iterations on both the Voter Networks and

the Movies datasets. In general, there is a trade-o� between saving
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(a) Voters datasets: convergence detection step

(b) Movies datasets: convergence detection step

Figure 22: Evaluation of varying the convergence detection step for Voter

Networks and Movies datasets.

the overhead of a too frequent convergence detection and running

more iterations than necessary.

In our use cases, the standard con�guration in which we run the

convergence detection every step is consistently outperformed the

other con�gurations. The optimal convergence detection step seems

to be between 5 and 10 iterations, decreasing the inference time by

10%, while at 25 iterations the bene�ts decrease. Above 25 iterations,

the inference time worsens with respect to the baseline. We can see

that the e�ects of this optimization increase linearly with the size

of the dataset and therefore the cost of the global convergence. A
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positive side e�ect of a higher convergence step is the increase in

solution quality, since the computation runs for a few more iterations.

(a) Voters dataset: Lazy threshold

(b) Movies dataset: Lazy threshold

Figure 23: Evaluation of varying the lazy inference threshold for Voter Net-

works and Movies datasets.

Lazy inference thresholds

Figure 23 shows the impact of enabling lazy inference and varying

the threshold under which a change is not considered signi�cant on

both the Voter Networks and the Movies datasets.

On the Voter Networks datasets, shown in Figure 23a, enabling

lazy inference reduces the inference time by 10%, while the di�er-

ence between the various thresholds is not clear. In general, a higher
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threshold, e.g. 10−6, allows for faster inference, but with a slightly

lower solution quality (an objective function that is higher by 0.01

and a sum of broken constraints that is higher by 0.05 in the worst

case). On the Movies datasets, shown in Figure 23b, the improvement

is very small. We suspect that the di�erence is due to the homogene-

ity and the high number of edges of the Movies dataset, which does

not allow parts of the graph to converge locally.

4.6 limitations and conclusions

In this chapter, we introduced foxPSL, to the best of our knowledge

the �rst end-to-end distributed implementation of PSL that provides

an environment for working with large PSL domain, including a do-

main speci�c language (DSL) that extends PSL with a class system,

partially grounded rules and existential quanti�cation. Moreover, we

presented a series of optimizations to foxPSL and provided an exten-

sive evaluation, which includes exploring two use cases and investi-

gating the impact of the newly introduced optimizations.

Our current implementation has limitations. Our ADMM algo-

rithm uses a �xed step size, leading to an initially fast approximation

of the result and a slow exact convergence. An improvement would

be a variant with adaptive step sizes. Additional improvements might

be incremental reasoning when facts/rules change, taking advantage

of the dynamic graph modi�cation features supported by Signal/-

Collect, and the use of Signal/Collect vertex placement heuristics

to reduce messaging.

Whilst developing foxPSL, we found that PSL provides a power-

ful formalism for modelling problem domains. However, its power

comes with numerous interactions between its elements. Hence, the

use of PSL would be aided by a DSL and an end-to-end environment

that allows for the systematic analysis of these interactions. We be-

lieve that foxPSL is a �rst step towards such an environment.





5
C O N C L U S I O N

Liber est causa sui.

The free is the cause of itself.

Thomas Aquinas [68]

In this chapter, we summarize the research presented in this the-

sis, discuss some of its limitations and related open questions, and

propose some promising directions for future work.

5.1 results

We start by reviewing the research questions that we introduced in

the beginning of this thesis. For each question, we provide some pos-

sible answers based on the research presented in this thesis.

RQ1: How can we improve the scalability of causal discov-

ery algorithms formulated as discrete optimization?

In Chapter 2, we presented Ancestral Causal Inference (ACI), a

logic-based method that formulates causal discovery as a discrete op-

timization problem. ACI provides a comparable accuracy to state-of-

the-art methods, e.g. [33], but improves on their scalability. This im-

provement in scalability is achieved by using a coarse-grained repre-

sentation of causal information, ancestral relations (“indirect” causal

relations). The resulting search space, though still super-exponen-

tially large, grows asymptotically much slower than the search space

117
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of direct causal relations, which drastically reduces the computation

time. We showed on a synthetic dataset that ACI achieves a speedup

of some orders of magnitude over the state-of-the-art [33].

RQ2: How canwe score causal predictions from a constraint-

based algorithm by approximating their con�dence?

In Chapter 2, we proposed a method to score causal predictions

according to their con�dence. This score can be thought of as an

approximation to the marginal probability of the prediction. In gen-

eral, this scoring method can be applied to any feature of the causal

graph, e.g., direct causal relations, ancestral relations, etc., and can be

used in combination with any causal discovery method formulated as

a constrained minimization problem. Under mild conditions on the

statistical tests, we proved soundness and asymptotic consistency of

this scoring method, when used with a sound causal discovery me-

thod. We applied this method to ACI and evaluated its accuracy it

on a synthetic and a real-world dataset, showing that it outperforms

more traditional algorithms.

RQ3: How can we adapt constraint-based causal discovery

methods to perform joint inference on all available obser-

vational and interventional datasets?

In Chapter 3, we introduced Joint Causal Inference (JCI), a power-

ful formulation of causal discovery over multiple datasets in which

we jointly learn both the causal structure and targets of interventions

from independence test results on all available observational and in-

terventional datasets. Current constraint-based methods cannot be

applied to JCI because of faithfulness violations due to deterministic

relations, so we proposed a simple strategy for dealing with this type

of faithfulness violations. We implemented this strategy in Ancestral

Causal Inference with Determinism (ACID), a determinism-tolerant

extension of ACI. In the evaluation on synthetically generated data-

sets, we showed that ACID improved signi�cantly on the accuracy of

the predictions with respect to the baseline.

RQ4: How can we improve the performance and scalabil-

ity of a logical solver that solves a convex optimization

problem by implementing and optimizing distributed al-

gorithms?
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In Chapter 4, we described foxPSL, a distributed and scalable solver

for a probabilistic logic that extends Probabilistic Soft Logic (PSL)

[38]. MAP inference in this logic can be formulated as a convex op-

timization problem. In foxPSL we proposed to solve this optimiza-

tion problem by implementing the Alternating Direction Method of

Multipliers (ADMM) [6] in the state-of-the-art distributed graph pro-

cessing system Signal/Collect [73]. We implemented a series of

con�gurable optimizations in the proposed logical solver, like opti-

mized grounding of constraints and lazy inference, that improve both

grounding and inference time. We performed an extensive evalua-

tion, comparing the performance of foxPSL to a state-of-the-art im-

plementation of ADMM consensus optimization in GraphLab, and

show an improvement in both inference time and solution quality.

Moreover, we evaluated the impact of the optimizations on the exe-

cution time and discuss the trade-o�s related to each optimization.

5.2 limitations and future work

As any other research project, the research presented in this thesis

has several limitations. In each chapter, we listed a series of limita-

tion for the material proposed in the speci�c chapter. Here we iden-

tify two major issues that are shared by all of the proposed causal

discovery methods: (1) the acyclicity requirement; and (2) (still) lim-

ited scalability. In the following, we discuss in detail these issues and

sketch some possible future research directions .

5.2.1 Causal Discovery for systems with feedback

As mentioned in the Introduction, the methods we proposed cannot

correctly reconstruct causal systems with cycles (or feedback loops).

As argued by Mooij and Heskes [56], cyclic causal systems are an im-

portant part of real-world applications, for example in biology, where

they can represent self-regulatory cycles.

This restriction is common in the related work, with relatively few

notable exceptions, e.g., [70, 62, 41, 21, 32, 31, 56, 34, 33], and, par-

tially, [59]. Most of these methods are limited to special cases, like

linear models or systems with discrete-valued variables.
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An interesting research direction for ACI and ACID would be the

modi�cation of the ruleset to correctly reconstruct also cyclic causal

models. Moreover, since in non-linear continuous cyclic models stan-

dard d-separation does not always correspond to conditional indepen-

dences [57, 70], a related open question would be the formulation of

a general-case graphical criterion for these type of models.

5.2.2 Scaling up causal discovery

Although substantially improving on the state-of-the-art, the causal

discovery methods we proposed in this thesis are still quite limited

in the number of variables that they can handle. This type of limi-

tation is inherent in their formulation as discrete optimization prob-

lems. Formulating causal discovery as a convex optimization prob-

lem, especially in a distributed setting, would enable improvements

of a much higher order.

Given the �exibility and scalability of foxPSL (or more in general,

PSL), it may seem like a natural choice for implementing the rules

from ACI and ACID. The rules of ACI/D are not probabilistic, so they

could be implemented as constraints, while input statements with

their con�dences may be converted to soft truth facts. Unfortunately,

this naive solution ignores the fact that Łukasiewicz operators are

not designed for handling probabilities, but rather degrees of mem-

bership. As shown in Sridhar and Getoor [72], this can be used as

an approximation of the related discrete problem. Instead, here we

sketch a possible research direction in which this apparent weakness

may be turned into a strength through imprecise probabilities.

A recent work [67] proposes using Fréchet bounds for computing

upper and lower bounds of causal predictions starting from probabil-

ities of (in)dependence. We conjecture that these bounds can also be

obtained by solving a series of convex optimization problems involv-

ing variants of a foxPSL causal discovery problem. In the following,

we show a very simple example of this conjecture.

For example, for the probability of the conjunction of two facts

A and B, we can compute the following Fréchet bounds using the

probabilities of each single fact:

max(0,P(A)+P(B)− 1) 6 P(A∧B) 6 min(P(A),P(B)) (19)
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Similarly, we can de�ne a and b as facts with a soft truth value of

P(A) and P(B) and formulate a problem with a foxPSL constraint (a

rule with in�nite weight):

rule: a & b => c

This is equivalent to constraining the solutions to a space in which

max(0,a+ b− 1) 6 c. Solving a problem in which we minimize

c allows us to retrieve the Fréchet lower bound. Moreover, we can

formulate a problem with two simple foxPSL constraints:

rule: c => a

rule: c => b

This is equivalent to constraining the solution to a space in which

c 6 min(a,b). Solving a problem in which we maximize c allows

us to retrieve the Fréchet upper bound.

In practice, computing bounds for causal predictions that are de-

rived from more complicated rules may not be as simple, and may

require auxiliary variables and constraints. On the other side, a refor-

mulation of causal discovery in foxPSL may be extremely bene�cial

in terms of scalability, making logic-based causal discovery �nally

feasible also for causal systems with more than a dozen variables.
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S U M M A R Y

Discovering causal relations from data is at the foundation of science.

Identifying causal relations helps to predict the e�ect of actions in a

system, providing a basis for policy and decision making. While tra-

ditionally causal relations are discovered by performing experiments,

in the last decades researchers have shown that it is possible to obtain

substantial causal information also from observational data.

In this thesis, we focus on constraint-based methods, a promising

category of methods for discovering causal relations from observa-

tional and experimental data that can easily deal with potential un-

measured factors. These methods rely on statistical independence

tests to constrain possible causal models, which makes them vulner-

able to errors in test results that may happen in small datasets. Ex-

isting approaches that address this issue typically have to choose to

sacri�ce either accuracy or scalability. Moreover, current methods

that combine observational and experimental data do not take full

advantage of all the possible causal information. Therefore, the main

research question that we try to address in this thesis is:

How can we improve the accuracy and scalability of

causal discovery in the presence of uncertainty and latent

confounders, taking advantage of all possible background

knowledge and available datasets?

The thesis is divided in three chapters that tackle di�erent aspects

of this question. We focus on constraint-based methods formulated

in terms of logical rules, which o�er an easy integration of almost

arbitrarily complex background knowledge.

In Chapter 2, we tackle the accuracy and scalability aspects. In

particular, we present Ancestral Causal Inference (ACI), a logic-based

method that provides a comparable accuracy to state-of-the-art meth-

ods, but improves on their scalability. This improvement in scala-

bility is achieved by using a coarse-grained representation of causal

information, ancestral relations (“indirect” causal relations). We also

propose a general method to score causal predictions according to



their con�dence that approximates their marginal probability. We

show on a synthetic dataset that ACI achieves a speedup of some

orders of magnitude over the state-of-the-art. This improvement in

scalability also allows us to apply ACI to a challenging real-world

protein signalling dataset.

In Chapter 3, we try to take full advantage of all available obser-

vational and experimental datasets. In particular, we introduce Joint

Causal Inference (JCI), a powerful formulation of causal discovery in

which we jointly learn both the causal structure and targets of in-

terventions from independence test results on all available datasets.

Current constraint-based methods cannot be applied to JCI because

of faithfulness violations due to deterministic relations, so we pro-

pose a simple strategy for dealing with this type of faithfulness vi-

olations. We implement this strategy in Ancestral Causal Inference

with Determinism (ACID), a determinism-tolerant extension of ACI.

In an evaluation on synthetically generated dataset, we show that JCI,

implemented as ACID, improves substantially the accuracy of causal

predictions with respect to simpler methods as ACI.

In Chapter 4, we take a step in the direction of improving the

scalability of general-purpose probabilistic logic solvers. In partic-

ular, we propose foxPSL, a distributed and scalable solver for a prob-

abilistic logic that extends Probabilistic Soft Logic (PSL). In PSL max-

imum a posteriori inference can be formulated as a convex optimiza-

tion problem, making it much more scalable than other probabilis-

tic logics, which generally require the solution of discrete optimiza-

tion problems. FoxPSL implements a distributed algorithm for con-

vex optimization in a state-of-the-art graph processing system and

several problem-speci�c optimized algorithms. In the evaluation on

synthetic datasets, we show that foxPSL outperforms the state-of-the-

art PSL implementation both in execution time and solution quality.



S A M E N VAT T I N G

Het ontdekken van causale verbanden in gegevens ligt aan de basis

van de wetenschap. Als causale verbanden bekend zijn, helpt dit om

de gevolgen van acties in een systeem te voorspellen. Hiermee kun-

nen beleid en beslissingen onderbouwd worden. De gebruikelijke ma-

nier om causale verbanden te ontdekken, is door experimenten uit te

voeren. Onderzoekers hebben echter in de afgelopen decennia aan-

getoond dat het ook mogelijk is om uit observationele gegevens we-

zenlijke causale informatie te verkrijgen.

In dit proefschrift richten we ons op beperkingsgebaseerde metho-

den, een veelbelovende categorie van methoden voor het ontdekken

van causale verbanden uit observationele en experimentele gegevens,

die goed om kunnen gaan met eventuele ongemeten factoren. Deze

methoden vertrouwen op statistische onafhankelijkheidstoetsen om

de mogelijke causale modellen te beperken. Hierdoor zijn ze kwets-

baar voor fouten in toetsresultaten die voor kunnen komen in kleine

datasets. Veel bestaande benaderingen om hiermee om te gaan, moe-

ten daarvoor nauwkeurigheid of schaalbaarheid opo�eren. Boven-

dien maken huidige methoden voor het combineren van observati-

onele en experimentele gegevens geen volledig gebruik van alle mo-

gelijke causale informatie. Daarom is de centrale onderzoeksvraag

die we in dit proefschrift proberen te beantwoorden:

Hoe kunnen we causale verbanden nauwkeuriger en be-

ter schaalbaar ontdekken in de aanwezigheid van onzeker-

heid en latente confounders, gebruik makend van alle mo-

gelijke achtergrondkennis en beschikbare datasets?

Dit proefschrift is opgedeeld in drie hoofdstukken die verschillende

aspecten van dit vraagstuk aanpakken. We richten ons op beperkings-

gebaseerde methoden die in termen van logische regels geformuleerd

zijn, wat het eenvoudig maakt om bijna ongelimiteerd complexe ach-

tergrondkennis te incorporeren.

In hoofdstuk 2 kijken we naar de nauwkeurigheids- en schaalbaar-

heidsaspecten. We presenteren Ancestral Causal Inference (ACI), een

135



op logica gebaseerde methode waarvan de nauwkeurigheid vergelijk-

baar is met de beste methoden van dit moment, en de schaalbaarheid

beter dan deze methoden. Deze verbetering in schaalbaarheid is be-

haald door een grovere representatie van causale informatie te ge-

bruiken, namelijk voorouderrelaties (“indirecte” causale verbanden).

We stellen ook een algemene methode voor om aan causale voorspel-

lingen een betrouwbaarheidsscore toe te kennen, een benadering van

hun marginale kans. Op een synthetische dataset laten we zien dat

ACI een aantal ordes van grootte sneller is dan de beste bestaande

methoden. Deze verbetering in schaalbaarheid stelt ons ook in staat

ACI toe te passen op een uitdagende eiwitsignaleringsdataset.

In hoofdstuk 3 proberen we alle beschikbare observationele en ex-

perimentele gegevens volledig te benutten. We introduceren Joint

Causal Inference (JCI), een krachtige probleemformulering waarin we

de causale structuur en de doelwitten van interventies gezamenlijk le-

ren uit resultaten van onafhankelijkheidstoetsen op alle beschikbare

datasets. Bestaande beperkingsgebaseerde methoden kunnen niet toe-

gepast worden op JCI vanwege ongetrouwheden door deterministi-

sche verbanden. Daarom stellen we een eenvoudige strategie voor

om met deze ongetrouwheden om te gaan. We implementeren deze

strategie in Ancestral Causal Inference with Determinism (ACID), een

uitbreiding van ACI die met determinisme om kan gaan. In een evalu-

atie op synthetische gegevens laten we zien dat JCI, geïmplementeerd

als ACID, de nauwkeurigheid van causale voorspellingen substanti-

eel verbetert ten opzichte van eenvoudigere methoden zoals ACI.

In hoofdstuk 4 dragen we bij aan het verbeteren van de schaal-

baarheid van algemene probabilistische logica-solvers. We stellen de

gedistribueerde, schaalbare solver foxPSL voor, een uitbreiding van

Probabilistic Soft Logic (PSL). In PSL kan a posteriori-gevolgtrekking

geformuleerd worden als een convex optimalisatieprobleem, wat het

veel beter schaalbaar maakt dan andere probabilistische logica’s, waar-

voor vaak discrete optimalisatieproblemen opgelost moeten worden.

FoxPSL implementeert een gedistribueerd algoritme voor convexe

optimalisatie in een state-of-the-art graafverwerkingssysteem en een

aantal probleem-speci�eke geoptimaliseerde algoritmen. In de evalu-

atie op synthetische datasets laten we zien dat foxPSL beter presteert

dan de best bestaande PSL-implementatie, zowel in termen van uit-

voertijd als van oplossingskwaliteit.
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erogeneous Data Sources, Illustrated in the Television Domain

2010-45 Vasilios Andrikopoulos (UvT)

A theory and model for the evolution of software services

2010-46 Vincent Pijpers (VU)

e3alignment: Exploring Inter-Organizational Business-ICT Alignment

2010-47 Chen Li (UT)

Mining Process Model Variants: Challenges, Techniques, Examples



2010-49 Jahn-Takeshi Saito (UM)

Solving di�cult game positions

2010-50 Bouke Huurnink (UVA)

Search in Audiovisual Broadcast Archives

2010-51 Alia Khairia Amin (CWI)

Understanding and supporting information seeking tasks in multiple sources

2010-52 Peter-Paul van Maanen (VU)

Adaptive Support for Human-Computer Teams: Exploring the Use of

Cognitive Models of Trust and Attention

2010-53 Edgar Meij (UVA)

Combining Concepts and Language Models for Information Access

====

2011

====

2011-01 Botond Cseke (RUN)

Variational Algorithms for Bayesian Inference in Latent Gaussian Models

2011-02 Nick Tinnemeier(UU)

Organizing Agent Organizations. Syntax and Operational Semantics of

an Organization-Oriented Programming Language

2011-03 Jan Martijn van der Werf (TUE)

Compositional Design and Veri�cation of Component-Based Information

Systems

2011-04 Hado van Hasselt (UU)

Insights in Reinforcement Learning; Formal analysis and empirical eval-

uation of temporal-di�erence learning algorithms

2011-05 Base van der Raadt (VU)

Enterprise Architecture Coming of Age - Increasing the Performance of

an Emerging Discipline.

2011-06 Yiwen Wang (TUE)

Semantically-Enhanced Recommendations in Cultural Heritage

2011-07 Yujia Cao (UT)

Multimodal Information Presentation for High Load Human Computer

Interaction

2011-08 Nieske Vergunst (UU)

BDI-based Generation of Robust Task-Oriented Dialogues

2011-09 Tim de Jong (OU)

Contextualised Mobile Media for Learning



2011-10 Bart Bogaert (UvT)

Cloud Content Contention

2011-11 Dhaval Vyas (UT)

Designing for Awareness: An Experience-focused HCI Perspective

2011-12 Carmen Bratosin (TUE)

Grid Architecture for Distributed Process Mining

2011-13 Xiaoyu Mao (UvT)

Airport under Control. Multiagent Scheduling for Airport Ground Han-

dling

2011-14 Milan Lovric (EUR)

Behavioral Finance and Agent-Based Arti�cial Markets

2011-15 Marijn Koolen (UvA)

The Meaning of Structure: the Value of Link Evidence for Information

Retrieval

2011-16 Maarten Schadd (UM)

Selective Search in Games of Di�erent Complexity

2011-17 Jiyin He (UVA)

Exploring Topic Structure: Coherence, Diversity and Relatedness

2011-18 Mark Ponsen (UM)

Strategic Decision-Making in complex games

2011-19 Ellen Rusman (OU)

The Mind’s Eye on Personal Pro�les

2011-20 Qing Gu (VU)

Guiding service-oriented software engineering - A view-based approach

2011-21 Linda Terlouw (TUD)

Modularization and Speci�cation of Service-Oriented Systems

2011-22 Junte Zhang (UVA)

System Evaluation of Archival Description and Access

2011-23 Wouter Weerkamp (UVA)

Finding People and their Utterances in Social Media

2011-24 Herwin van Welbergen (UT)

Behavior Generation for Interpersonal Coordination with Virtual Hu-

mans On Specifying, Scheduling and Realizing Multimodal Virtual Human

Behavior

2011-25 Syed Waqar ul Qounain Ja�ry (VU))

Analysis and Validation of Models for Trust Dynamics

2011-26 Matthijs Aart Pontier (VU)

Virtual Agents for Human Communication - Emotion Regulation and

Involvement-Distance Trade-O�s in Embodied Conversational Agents and

Robots



2011-27 Aniel Bhulai (VU)

Dynamic website optimization through autonomous management of de-

sign patterns

2011-28 Rianne Kaptein(UVA)

E�ective Focused Retrieval by Exploiting Query Context and Document

Structure

2011-29 Faisal Kamiran (TUE)

Discrimination-aware Classi�cation

2011-30 Egon van den Broek (UT)

A�ective Signal Processing (ASP): Unraveling the mystery of emotions

2011-31 Ludo Waltman (EUR)

Computational and Game-Theoretic Approaches for Modeling Bounded

Rationality

2011-32 Nees-Jan van Eck (EUR)

Methodological Advances in Bibliometric Mapping of Science

2011-33 Tom van der Weide (UU)

Arguing to Motivate Decisions

2011-34 Paolo Turrini (UU)

Strategic Reasoning in Interdependence: Logical and Game-theoretical

Investigations

2011-35 Maaike Harbers (UU)

Explaining Agent Behavior in Virtual Training

2011-36 Erik van der Spek (UU)

Experiments in serious game design: a cognitive approach

2011-37 Adriana Burlutiu (RUN)

Machine Learning for Pairwise Data, Applications for Preference Learn-

ing and Supervised Network Inference

2011-38 Nyree Lemmens (UM)

Bee-inspired Distributed Optimization

2011-39 Joost Westra (UU)

Organizing Adaptation using Agents in Serious Games

2011-40 Viktor Clerc (VU)

Architectural Knowledge Management in Global Software Development

2011-41 Luan Ibraimi (UT)

Cryptographically Enforced Distributed Data Access Control

2011-42 Michal Sindlar (UU)

Explaining Behavior through Mental State Attribution

2011-43 Henk van der Schuur (UU)

Process Improvement through Software Operation Knowledge



2011-44 Boris Reuderink (UT)

Robust Brain-Computer Interfaces

2011-45 Herman Stehouwer (UvT)

Statistical Language Models for Alternative Sequence Selection

2011-46 Beibei Hu (TUD)

Towards Contextualized Information Delivery: A Rule-based Architec-

ture for the Domain of Mobile Police Work

2011-47 Azizi Bin Ab Aziz(VU)

Exploring Computational Models for Intelligent Support of Persons with

Depression

2011-48 Mark Ter Maat (UT)

Response Selection and Turn-taking for a Sensitive Arti�cial Listening

Agent

2011-49 Andreea Niculescu (UT)

Conversational interfaces for task-oriented spoken dialogues: design as-

pects in�uencing interaction quality

====

2012

====

2012-01 Terry Kakeeto (UvT)

Relationship Marketing for SMEs in Uganda

2012-02 Muhammad Umair(VU)

Adaptivity, emotion, and Rationality in Human and Ambient Agent Mod-

els

2012-03 Adam Vanya (VU)

Supporting Architecture Evolution by Mining Software Repositories

2012-04 Jurriaan Souer (UU)

Development of Content Management System-based Web Applications

2012-05 Marijn Plomp (UU)

Maturing Interorganisational Information Systems

2012-06 Wolfgang Reinhardt (OU)

Awareness Support for Knowledge Workers in Research Networks

2012-07 Rianne van Lambalgen (VU)

When the Going Gets Tough: Exploring Agent-based Models of Human

Performance under Demanding Conditions

2012-08 Gerben de Vries (UVA)

Kernel Methods for Vessel Trajectories



2012-09 Ricardo Neisse (UT)

Trust and Privacy Management Support for Context-Aware Service Plat-

forms

2012-10 David Smits (TUE)

Towards a Generic Distributed Adaptive Hypermedia Environment

2012-11 J.C.B. Rantham Prabhakara (TUE)

Process Mining in the Large: Preprocessing, Discovery, and Diagnostics

2012-12 Kees van der Sluijs (TUE)

Model Driven Design and Data Integration in Semantic Web Information

Systems

2012-13 Suleman Shahid (UvT)

Fun and Face: Exploring non-verbal expressions of emotion during play-

ful interactions

2012-14 Evgeny Knutov(TUE)

Generic Adaptation Framework for Unifying Adaptive Web-based Sys-

tems

2012-15 Natalie van der Wal (VU)

Social Agents. Agent-Based Modelling of Integrated Internal and Social

Dynamics of Cognitive and A�ective Processes.

2012-16 Fiemke Both (VU)

Helping people by understanding them - Ambient Agents supporting

task execution and depression treatment

2012-17 Amal Elgammal (UvT)

Towards a Comprehensive Framework for Business Process Compliance

2012-18 Eltjo Poort (VU)

Improving Solution Architecting Practices

2012-19 Helen Schonenberg (TUE)

What’s Next? Operational Support for Business Process Execution

2012-20 Ali Bahramisharif (RUN)

Covert Visual Spatial Attention, a Robust Paradigm for Brain-Computer

Interfacing

2012-21 Roberto Cornacchia (TUD)

Querying Sparse Matrices for Information Retrieval

2012-22 Thijs Vis (UvT)

Intelligence, politie en veiligheidsdienst: verenigbare grootheden?

2012-23 Christian Muehl (UT)

Toward A�ective Brain-Computer Interfaces: Exploring the Neurophys-

iology of A�ect during Human Media Interaction

2012-24 Laurens van der Wer� (UT)

Evaluation of Noisy Transcripts for Spoken Document Retrieval



2012-25 Silja Eckartz (UT)

Managing the Business Case Development in Inter-Organizational IT Projects:

A Methodology and its Application

2012-26 Emile de Maat (UVA)

Making Sense of Legal Text

2012-27 Hayrettin Gurkok (UT)

Mind the Sheep! User Experience Evaluation & Brain-Computer Inter-

face Games

2012-28 Nancy Pascall (UvT)

Engendering Technology Empowering Women

2012-29 Almer Tigelaar (UT)

Peer-to-Peer Information Retrieval

2012-30 Alina Pommeranz (TUD)

Designing Human-Centered Systems for Re�ective Decision Making

2012-31 Emily Bagarukayo (RUN) A Learning by Construction Approach

for Higher Order Cognitive Skills

Improvement, Building Capacity and Infrastructure

2012-32 Wietske Visser (TUD)

Qualitative multi-criteria preference representation and reasoning

2012-33 Rory Sie (OUN)

Coalitions in Cooperation Networks (COCOON)

2012-34 Pavol Jancura (RUN)

Evolutionary analysis in PPI networks and applications

2012-35 Evert Haasdijk (VU)

Never Too Old To Learn – On-line Evolution of Controllers in Swarm-

and Modular Robotics

2012-36 Denis Ssebugwawo (RUN)

Analysis and Evaluation of Collaborative Modeling Processes

2012-37 Agnes Nakakawa (RUN)

A Collaboration Process for Enterprise Architecture Creation

2012-38 Selmar Smit (VU)

Parameter Tuning and Scienti�c Testing in Evolutionary Algorithms

2012-39 Hassan Fatemi (UT)

Risk-aware design of value and coordination networks

2012-40 Agus Gunawan (UvT)

Information Access for SMEs in Indonesia

2012-41 Sebastian Kelle (OU)

Game Design Patterns for Learning



2012-42 Dominique Verpoorten (OU)

Re�ection Ampli�ers in self-regulated Learning

2012-44 Anna Tordai (VU)

On Combining Alignment Techniques

2012-45 Benedikt Kratz (UvT)

A Model and Language for Business-aware Transactions

2012-46 Simon Carter (UVA)

Exploration and Exploitation of Multilingual Data for Statistical Machine

Translation

2012-47 Manos Tsagkias (UVA)

Mining Social Media: Tracking Content and Predicting Behavior

2012-48 Jorn Bakker (TUE)

Handling Abrupt Changes in Evolving Time-series Data

2012-49 Michael Kaisers (UM)

Learning against Learning - Evolutionary dynamics of reinforcement learn-

ing algorithms in strategic interactions

2012-50 Steven van Kervel (TUD)

Ontologogy driven Enterprise Information Systems Engineering

2012-51 Jeroen de Jong (TUD)

Heuristics in Dynamic Sceduling; a practical framework with a case study

in elevator dispatching

====

2013

====

2013-01 Viorel Milea (EUR)

News Analytics for Financial Decision Support

2013-02 Erietta Liarou (CWI)

MonetDB/DataCell: Leveraging the Column-store Database Technology

for E�cient and Scalable Stream Processing

2013-03 Szymon Klarman (VU)

Reasoning with Contexts in Description Logics

2013-04 Chetan Yadati(TUD)

Coordinating autonomous planning and scheduling

2013-05 Dulce Pumareja (UT)

Groupware Requirements Evolutions Patterns

2013-06 Romulo Goncalves(CWI)

The Data Cyclotron: Juggling Data and Queries for a Data Warehouse

Audience



2013-07 Giel van Lankveld (UvT)

Quantifying Individual Player Di�erences

2013-08 Robbert-Jan Merk(VU)

Making enemies: cognitive modeling for opponent agents in �ghter pilot

simulators

2013-09 Fabio Gori (RUN)

Metagenomic Data Analysis: Computational Methods and Applications

2013-10 Jeewanie Jayasinghe Arachchige(UvT)

A Uni�ed Modeling Framework for Service Design.

2013-11 Evangelos Pournaras(TUD)

Multi-level Recon�gurable Self-organization in Overlay Services

2013-12 Marian Razavian(VU)

Knowledge-driven Migration to Services

2013-13 Mohammad Sa�ri(UT)

Service Tailoring: User-centric creation of integrated IT-based homecare

services to support independent living of elderly

2013-14 Jafar Tanha (UVA)

Ensemble Approaches to Semi-Supervised Learning Learning

2013-15 Daniel Hennes (UM)

Multiagent Learning - Dynamic Games and Applications

2013-16 Eric Kok (UU)

Exploring the practical bene�ts of argumentation in multi-agent deliber-

ation

2013-17 Koen Kok (VU)

The PowerMatcher: Smart Coordination for the Smart Electricity Grid

2013-18 Jeroen Janssens (UvT)

Outlier Selection and One-Class Classi�cation

2013-19 Renze Steenhuizen (TUD)

Coordinated Multi-Agent Planning and Scheduling

2013-20 Katja Hofmann (UvA)

Fast and Reliable Online Learning to Rank for Information Retrieval

2013-21 Sander Wubben (UvT)

Text-to-text generation by monolingual machine translation

2013-22 Tom Claassen (RUN)

Causal Discovery and Logic

2013-23 Patricio de Alencar Silva(UvT)

Value Activity Monitoring

2013-24 Haitham Bou Ammar (UM)

Automated Transfer in Reinforcement Learning



2013-25 Agnieszka Anna Latoszek-Berendsen (UM)

Intention-based Decision Support. A new way of representing and im-

plementing clinical guidelines in a Decision Support System

2013-26 Alireza Zarghami (UT)

Architectural Support for Dynamic Homecare Service Provisioning

2013-27 Mohammad Huq (UT)

Inference-based Framework Managing Data Provenance

2013-28 Frans van der Sluis (UT)

When Complexity becomes Interesting: An Inquiry into the Information

eXperience

2013-29 Iwan de Kok (UT)

Listening Heads

2013-30 Joyce Nakatumba (TUE)

Resource-Aware Business Process Management: Analysis and Support

2013-31 Dinh Khoa Nguyen (UvT)

Blueprint Model and Language for Engineering Cloud Applications

2013-32 Kamakshi Rajagopal (OUN) Networking For Learning; The role of

Networking in a Lifelong Learner’s

Professional Development

2013-33 Qi Gao (TUD)

User Modeling and Personalization in the Microblogging Sphere

2013-34 Kien Tjin-Kam-Jet (UT)

Distributed Deep Web Search

2013-35 Abdallah El Ali (UvA)

Minimal Mobile Human Computer Interaction

2013-36 Than Lam Hoang (TUe)

Pattern Mining in Data Streams

2013-37 Dirk Borner (OUN)

Ambient Learning Displays

2013-38 Eelco den Heijer (VU)

Autonomous Evolutionary Art

2013-39 Joop de Jong (TUD)

A Method for Enterprise Ontology based Design of Enterprise Informa-

tion Systems

2013-40 Pim Nijssen (UM)

Monte-Carlo Tree Search for Multi-Player Games

2013-41 Jochem Liem (UVA)

Supporting the Conceptual Modelling of Dynamic Systems: A Knowl-

edge Engineering Perspective on Qualitative Reasoning



2013-42 Leon Planken (TUD)

Algorithms for Simple Temporal Reasoning

2013-43 Marc Bron (UVA)

Exploration and Contextualization through Interaction and Concepts

====

2014

====

2014-01 Nicola Barile (UU)

Studies in Learning Monotone Models from Data

2014-02 Fiona Tuliyano (RUN)

Combining System Dynamics with a Domain Modeling Method

2014-03 Sergio Raul Duarte Torres (UT)

Information Retrieval for Children: Search Behavior and Solutions

2014-04 Hanna Jochmann-Mannak (UT)

Websites for children: search strategies and interface design - Three stud-

ies on children’s search performance and evaluation

2014-05 Jurriaan van Reijsen (UU)

Knowledge Perspectives on Advancing Dynamic Capability

2014-06 Damian Tamburri (VU)

Supporting Networked Software Development

2014-07 Arya Adriansyah (TUE)

Aligning Observed and Modeled Behavior

2014-08 Samur Araujo (TUD)

Data Integration over Distributed and Heterogeneous Data Endpoints

2014-09 Philip Jackson (UvT)

Toward Human-Level Arti�cial Intelligence: Representation and Compu-

tation of Meaning in Natural Language

2014-10 Ivan Salvador Razo Zapata (VU)

Service Value Networks

2014-11 Janneke van der Zwaan (TUD)

An Empathic Virtual Buddy for Social Support

2014-12 Willem van Willigen (VU)

Look Ma, No Hands: Aspects of Autonomous Vehicle Control

2014-13 Arlette van Wissen (VU)

Agent-Based Support for Behavior Change: Models and Applications in

Health and Safety Domains

2014-14 Yangyang Shi (TUD)

Language Models With Meta-information



2014-15 Natalya Mogles (VU)

Agent-Based Analysis and Support of Human Functioning in Complex

Socio-Technical Systems: Applications in Safety and Healthcare

2014-16 Krystyna Milian (VU)

Supporting trial recruitment and design by automatically interpreting

eligibility criteria

2014-17 Kathrin Dentler (VU)

Computing healthcare quality indicators automatically: Secondary Use

of Patient Data and Semantic Interoperability

2014-18 Mattijs Ghijsen (VU)

Methods and Models for the Design and Study of Dynamic Agent Orga-

nizations

2014-19 Vinicius Ramos (TUE)

Adaptive Hypermedia Courses: Qualitative and Quantitative Evaluation

and Tool Support

2014-20 Mena Habib (UT)

Named Entity Extraction and Disambiguation for Informal Text: The

Missing Link

2014-21 Kassidy Clark (TUD)

Negotiation and Monitoring in Open Environments

2014-22 Marieke Peeters (UU)

Personalized Educational Games - Developing agent-supported scenario-

based training

2014-23 Eleftherios Sidirourgos (UvA/CWI)

Space E�cient Indexes for the Big Data Era

2014-24 Davide Ceolin (VU)

Trusting Semi-structured Web Data

2014-25 Martijn Lappenschaar (RUN)

New network models for the analysis of disease interaction

2014-26 Tim Baarslag (TUD)

What to Bid and When to Stop

2014-27 Rui Jorge Almeida (EUR)

Conditional Density Models Integrating Fuzzy and Probabilistic Repre-

sentations of Uncertainty

2014-28 Anna Chmielowiec (VU)

Decentralized k-Clique Matching

2014-29 Jaap Kabbedijk (UU)

Variability in Multi-Tenant Enterprise Software

2014-30 Peter de Cock (UvT)

Anticipating Criminal Behaviour



2014-31 Leo van Moergestel (UU)

Agent Technology in Agile Multiparallel Manufacturing and Product Sup-

port

2014-32 Naser Ayat (UvA)

On Entity Resolution in Probabilistic Data

2014-33 Tesfa Tegegne (RUN)

Service Discovery in eHealth

2014-34 Christina Manteli(VU) The E�ect of Governance in Global Software

Development: Analyzing

Transactive Memory Systems.

2014-35 Joost van Ooijen (UU)

Cognitive Agents in Virtual Worlds: A Middleware Design Approach

2014-36 Joos Buijs (TUE)

Flexible Evolutionary Algorithms for Mining Structured Process Models

2014-37 Maral Dadvar (UT)

Experts and Machines United Against Cyberbullying

2014-38 Danny Plass-Oude Bos (UT)

Making brain-computer interfaces better: improving usability through

post-processing.

2014-39 Jasmina Maric (UvT)

Web Communities, Immigration, and Social Capital

2014-40 Walter Omona (RUN)

A Framework for Knowledge Management Using ICT in Higher Educa-

tion

2014-41 Frederic Hogenboom (EUR)

Automated Detection of Financial Events in News Text

2014-42 Carsten Eijckhof (CWI/TUD)

Contextual Multidimensional Relevance Models

2014-43 Kevin Vlaanderen (UU)

Supporting Process Improvement using Method Increments

2014-44 Paulien Meesters (UvT)

Intelligent Blauw. Met als ondertitel: Intelligence-gestuurde politiezorg

in gebiedsgebonden eenheden.

2014-45 Birgit Schmitz (OUN)

Mobile Games for Learning: A Pattern-Based Approach

2014-46 Ke Tao (TUD)

Social Web Data Analytics: Relevance, Redundancy, Diversity

2014-47 Shangsong Liang (UVA)

Fusion and Diversi�cation in Information Retrieval



====

2015

====

2015-01 Niels Netten (UvA)

Machine Learning for Relevance of Information in Crisis Response

2015-02 Faiza Bukhsh (UvT)

Smart auditing: Innovative Compliance Checking in Customs Controls

2015-03 Twan van Laarhoven (RUN)

Machine learning for network data

2015-04 Howard Spoelstra (OUN)

Collaborations in Open Learning Environments

2015-05 Christoph Bosch(UT)

Cryptographically Enforced Search Pattern Hiding

2015-06 Farideh Heidari (TUD)

Business Process Quality Computation - Computing Non-Functional Re-

quirements to Improve Business Processes

2015-07 Maria-Hendrike Peetz(UvA)

Time-Aware Online Reputation Analysis

2015-08 Jie Jiang (TUD)

Organizational Compliance: An agent-based model for designing and

evaluating organizational interactions

2015-09 Randy Klaassen(UT)

HCI Perspectives on Behavior Change Support Systems

2015-10 Henry Hermans (OUN)

OpenU: design of an integrated system to support lifelong learning

2015-11 Yongming Luo(TUE)

Designing algorithms for big graph datasets: A study of computing bisim-

ulation and joins

2015-12 Julie M. Birkholz (VU)

Modi Operandi of Social Network Dynamics: The E�ect of Context on

Scienti�c Collaboration Networks

2015-13 Giuseppe Procaccianti(VU)

Energy-E�cient Software

2015-14 Bart van Straalen (UT)

A cognitive approach to modeling bad news conversations

2015-15 Klaas Andries de Graaf (VU)

Ontology-based Software Architecture Documentation

2015-16 Changyun Wei (UT)

Cognitive Coordination for Cooperative Multi-Robot Teamwork



2015-17 André van Clee� (UT)

Physical and Digital Security Mechanisms: Properties, Combinations and

Trade-o�s

2015-18 Holger Pirk (CWI)

Waste Not, Want Not! - Managing Relational Data in Asymmetric Mem-

ories

2015-19 Bernardo Tabuenca (OUN)

Ubiquitous Technology for Lifelong Learners

2015-20 Loís Vanhée(UU)

Using Culture and Values to Support Flexible Coordination

2015-21 Sibren Fetter (OUN)

Using Peer-Support to Expand and Stabilize Online Learning

015-22 Zhemin Zhu(UT)

Co-occurrence Rate Networks

2015-23 Luit Gazendam (VU)

Cataloguer Support in Cultural Heritage

2015-24 Richard Berendsen (UVA)

Finding People, Papers, and Posts: Vertical Search Algorithms and Eval-

uation

2015-25 Steven Woudenberg (UU)

Bayesian Tools for Early Disease Detection

2015-26 Alexander Hogenboom (EUR)

Sentiment Analysis of Text Guided by Semantics and Structure

2015-27 Sándor Héman (CWI)

Updating compressed column-stores

2015-28 Janet Bagorogoza (TiU)

Knowledge Management and High Performance; The Uganda Financial

Institutions Model for HPO

2015-29 Hendrik Baier (UM)

Monte-Carlo Tree Search Enhancements for One-Player and Two-Player

Domains

2015-30 Kiavash Bahreini (OUN)

Real-time Multimodal Emotion Recognition in E-Learning

2015-31 Yakup Koç (TUD)

On Robustness of Power Grids

2015-32 Jerome Gard (UL)

Corporate Venture Management in SMEs

2015-33 Frederik Schadd (UM)

Ontology Mapping with Auxiliary Resources



2015-34 Victor de Graa� (UT)

Geosocial Recommender Systems

2015-35 Junchao Xu (TUD)

A�ective Body Language of Humanoid Robots: Perception and E�ects in

Human Robot Interaction

====

2016

====

2016-01 Syed Saiden Abbas (RUN)

Recognition of Shapes by Humans and Machines

2016-02 Michiel Christiaan Meulendijk (UU)

Optimizing medication reviews through decision support: prescribing a

better pill to swallow

2016-03 Maya Sappelli (RUN)

Knowledge Work in Context: User Centered Knowledge Worker Support

2016-04 Laurens Rietveld (VU)

Publishing and Consuming Linked Data

2016-05 Evgeny Sherkhonov (UVA)

Expanded Acyclic Queries: Containment and an Application in Explain-

ing Missing Answers

2016-06 Michel Wilson (TUD)

Robust scheduling in an uncertain environment

2016-07 Jeroen de Man (VU)

Measuring and modeling negative emotions for virtual training

2016-08 Matje van de Camp (TiU)

A Link to the Past: Constructing Historical Social Networks from Un-

structured Data

2016-09 Archana Nottamkandath (VU)

Trusting Crowdsourced Information on Cultural Artefacts

2016-10 George Karafotias (VUA)

Parameter Control for Evolutionary Algorithms

2016-11 Anne Schuth (UVA)

Search Engines that Learn from Their Users

2016-12 Max Knobbout (UU)

Logics for Modelling and Verifying Normative Multi-Agent Systems

2016-13 Nana Baah Gyan (VU)

The Web, Speech Technologies and Rural Development in West Africa -

An ICT4D Approach



2016-14 Ravi Khadka (UU)

Revisiting Legacy Software System Modernization

2016-15 Ste�en Michels (RUN)

Hybrid Probabilistic Logics - Theoretical Aspects, Algorithms and Exper-

iments

2016-16 Guangliang Li (UVA)

Socially Intelligent Autonomous Agents that Learn from Human Reward

2016-17 Berend Weel (VU)

Towards Embodied Evolution of Robot Organisms

2016-18 Albert Meroño Peñuela (VU)

Re�ning Statistical Data on the Web

2016-19 Julia Efremova (Tu/e),

Mining Social Structures from Genealogical Data

2016-20 Daan Odijk (UVA)

Context & Semantics in News & Web Search

2016-21 Alejandro Moreno Célleri (UT)

From Traditional to Interactive Playspaces: Automatic Analysis of Player

Behavior in the Interactive Tag Playground

2016-22 Grace Lewis (VU)

Software Architecture Strategies for Cyber-Foraging Systems

2016-2 3 Fei Cai (UVA)

Query Auto Completion in Information Retrieval

2016-2 4 Brend Wanders (UT)

Repurposing and Probabilistic Integration of Data; An Iterative and data

model independent approach

2016-25 Julia Kiseleva (TU/e)

Using Contextual Information to Understand Searching and Browsing

Behavior

2016-26 Dilhan Thilakarathne (VU)

In or Out of Control: Exploring Computational Models to Study the Role

of Human Awareness and Control in Behavioural Choices, with Applica-

tions in Aviation and Energy Management Domains

2016-27 Wen Li (TUD)

Understanding Geo-spatial Information on Social Media

2016-28 Mingxin Zhang (TUD)

Large-scale Agent-based Social Simulation - A study on epidemic predic-

tion and control

2016-29 Nicolas Höning (TUD)

Peak reduction in decentralised electricity systems - Markets and prices

for �exible planning



2016-30 Ruud Mattheij (UvT)

The Eyes Have It

2016-31 Mohammad Khelghati (UT)

Deep web content monitoring

2016-32 Eelco Vriezekolk (UT)

Assessing Telecommunication Service Availability Risks for Crisis Organ-

isations

2016-33 Peter Bloem (UVA)

Single Sample Statistics, exercises in learning from just one example

2016-34 Dennis Schunselaar (TUE)

Con�gurable Process Trees: Elicitation, Analysis, and Enactment

2016-35 Zhaochun Ren (UVA)

Monitoring Social Media: Summarization, Classi�cation and Recommen-

dation

2016-36 Daphne Karreman (UT)

Beyond R2D2: The design of nonverbal interaction behavior optimized

for robot-speci�c morphologies

2016-37 Giovanni Sileno (UvA)

Aligning Law and Action - a conceptual and computational inquiry

2016-38 Andrea Minuto (UT)

Materials that Matter - Smart Materials meet Art & Interaction Design
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